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Abstract. Communication satellites are complex systems remotely operated. As it is 
impossible to request any measure on the system that was not planned at design 
phase, it is assembled with hundreds of sensors. All those sensors capture many 
physical variables at a sampling rate of roughly one point per minute. Representing 
million points per sensor over years, this is the only information satellite operators 
have to diagnose the behavior of their satellite.  
 Satellite monitoring is today supported by expert definition of processing. It 
requires experienced understanding of physical or chemical behind a subsystem, and 
this knowledge is making use of available parameters. Being the most accurate 
method to monitor a subsystem, it is hardly applicable to a constellation of hundreds 
of satellites. Lessons learnt acquired from satellite operators and airlines lead as 
follows: while similar or even identical product at beginning of life, due to their 
operating conditions, each element of a fleet or a constellation rapidly behaves 
differently from the others. While still comparable, they are no longer identical. 
Expert approach not being scalable to a whole fleet or constellation at reasonable 
cost and in a reasonable planning, we investigate data analytics approach to support 
experts. 
 All battery data over all Airbus E3000 platforms represent about 300 years of 
observation. Benefiting from repetition of operating conditions due to the orbit and 
sun/shadow alternation, data was split in time windows. It is then demonstrated that 
Out Of Limits (OOL) monitoring can’t capture all variability in data. Hence a 
functional decomposition is proposed to capture all signals dynamic and concentrate 
it into a smaller set of coefficients. Benefiting from this reduced dataset, a surrogate 
modeling approach is then applied to capture the correlation between battery data 
and battery age. This modeling technique accuracy is evaluated onto a test set and 
demonstrates good prognostic accuracy. It can be now an additional tool provided to 
experts to support decision on slowing or accelerating degradation of a given 
satellite battery. 
 This modeling does not rely on any strong assumption related to subsystem 
knowledge. It can be applied to other subsystems. But due to the data volume 
accessible and leveraged through this method, we investigate distributed storage and 
computation techniques on a Hadoop/Spark cluster. After a benchmark of storage 
techniques to store our time series, data analytics calculation is performed and 
measured. We present here final choice of techniques and time performance of 
overall process to support analytics on sensor data in a big data infrastructure. 
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Introduction  

Satellite systems have specific characteristics that drive any monitoring approach. 
First they cannot be physically repaired because of their inaccessibility. Second, system 
observation is allowed only through existing sensors and implemented sensing sampling 
rate (with some flexibility about sampling rate). Last, there is legal frame imposing more 
and more deorbiting control (known as LOS or Law on Space Operations). It is not an 
option to use a space system until end of life and leave it in orbit. Such end must be 
anticipated to guarantee enough function is available to control de-orbit or graveyard orbit 
redirection maneuvers. 
This made several actors in space domains to complete their current monitoring approach 
with recent advances in data analytics to support decision about satellite health status. This 
is performed by completing Out Of Limits detections with machine learning methods as in 
[3] by ESA, [1] by CNES, [2] by DLR-GSOC, [4] by Airbus Defence & Space. Those 
studies address the domain of event detection. We propose to address here the domain of 
degradation detection.  
Both event and degradation detection are required to implement health monitoring 
approach. While event detection allows diagnosis, degradation detection allows prognosis. 
It relies partly on same algorithmic building blocks devoted at time series analytics, but the 
end use case is different from a space operations perspective, which requires a dedicated 
approach.  
We describe here the approach adopted for degradation modeling, addressing first the 
algorithmic description and its performance on satellite data acquired in orbit. We then 
propose architecture to support such approach in an operational context, with preliminary 
lesson learnt, technologies benchmarks and results assessing its performance. 
 
We acknowledge here the work performed on battery degradation modeling by our 
estimated colleagues: Jean François Gajewski from reliability team at Airbus, and André 
Cabarbaye from reliability team at CNES. 

1. Battery degradation modeling: a data based approach  

1.1 System and data description 

For this study, we will consider the batteries that are on boarded geostationary telecom 
satellites, on the Eurostar E3000 platform developed and manufactured by Airbus Defence 
and Space. The geostationary orbit always benefit from sun light excepting two periods of 
about 45 days in the year known as eclipses phases, and centered on equinox dates as 
illustrated on Fig. 1. At this time, the satellite repeatedly enters earth shadow, every 24 
hours for eclipse that can last up to 70 minutes. At those moments, batteries are highly 
solicited to perform service continuation on a platform designed for more than 15kW power 
consumption.  
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Fig. 1. Two years of geostationary battery voltage, 4 phases of eclipses (scales removed for confidentiality) 

 
Battery on geostationary platform is well mastered by Airbus, and chosen 

specifically for this study due to no anomaly that would have corrupted the dataset. This 
system knows a nominal degradation due to its intensive usage all along the 15 years of 
satellite life. Hence during eclipse phases, end of discharge voltage level are lower and 
lower all along the years as illustrated in Fig. 2. This is mainly explained by loss of battery 
capacity, but those deeper discharge cycles can also be impacted by punctual higher 
consumption due to mission change. 

 

 
Fig. 2. Year 1 and year 10 compared through battery discharge voltage envelope 

 
We observe that the data measured on the battery system is quite repetitive, but is not 
periodic. The battery discharge does not occur all year long, and when occurring, does not 
have the same length from one discharge to the following. We have a repetition, but no 
periodicity. This repetition is a characteristic of all space systems that know day/night 
alternation. A larger period can be observed at the scale of one year and is known as 
seasonality, due to sun/earth distance variation. This repetition assumption is the only 
assumption required to develop the following methodology. No taking any assumptions 
linked to the battery itself, it makes possible to apply this methodology to other systems. 
Once some repetition is observed on a given system, it may benefit from the proposed 
approach. The difficult part is then to extract those repetitions. Current work not presented 
here proposes to automate this repetitive pattern detection, recognition and extraction on 
any time serie. Once extracted, we propose to simplify the data before modeling the link 
between this pattern shape and system age. 
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1.2 Timeseries dimension reduction 

As it can be observed, each discharge cycle is sampled with up to 170 samples. Given the 
signal is continuous, two successive points almost have the same value. Hence all samples 
may not be necessary to carry all the information from one discharge cycle. 

To deal with such data, expert approach is to select relevant points depending on the 
analysis they want to perform. For the battery, it results in considering voltage before 
discharge, voltage at end of discharge and discharge slope between two specific inflexion 
points. But this is not transferable to another system, that requires another definition of 
points carrying the information. We propose a definition that is applicable to any system, 
ensuring it will carry a controllable level of information. 

Given our signal is the sampled representation of a function, we decompose this 
along a functional basis. It exists many functional bases: Fourier, wavelets … All those 
bases are known prior to the data, those are called fixed basis decomposition. In order to 
better capture information in our signal, it is better to use a basis computed from the data. 
Principal Component Analysis (PCA) method is chosen. Further work presented in [4] 
compares different functional decomposition. It can support future work to combine the 
most appropriate bases depending on the anomaly category one wants to spot out. 

Applying the PCA decomposition to the  discharge cycles  sampled through 
, … , , … , 	results in  basis function  so that: 

	 .  

The basis function  sampled at the  are the eigen vectors of the covariance matrix of 
the observations	 . The importance of variance explained by eigen vector 	is measured 
through the ratio: 

	
∑

 

 
 Hence, if eigen values  are sorted by decreasing order, it is considered that: 

	 .  

Is a good approximation of . Approximation quality is controlled by level  of eigen 
vectors kept in the decomposition. It is now possible to represent each discharge cycle 
through the set of coefficient 	from its decomposition along the PCA basis. It is also 
possible to reconstruct the signal based on a truncated set of coefficients as demonstrated in 
Fig. 3. Such reconstruction reveals a maximum error of 0.2% when 20 coefficients are kept 
out of 170. 

 
Fig. 3. One discharge cycle (left) and reconstruction based on 20 coefficients out of 170 (right).  

Max error about 0.2% of signal magnitude 
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1.3 Degradation modeling 

Once the data properly reduced and keeping all valuable information in a smaller set of 
coefficient, we want to capture the relation between age and observable. We apply a 
surrogate modeling approach, that consist in fitting a parameterized model on top of 
observations and validating this fitting on an independent set of observations. We avoid 
simplistic models such as linear or polynomial models as no a priori on the data allows us 
to make the assumptions the data will follow a linear or polynomial model. We prefer a 
parameterized model able to catch nonlinear relationships. Neural network, radial basis 
functions and Gaussian process modeling, known as kriging, are possible surrogate 
modeling techniques. Gaussian process is preferred as requiring less observable than neural 
networks to support the training phase, and more flexible than radial basis function as 
allowing varying correlation between samples. Moreover, it was proven to perform very 
well in complex physic modeling such as mechanical, thermal, and fluid mechanic coupling 
within aircraft engines as in [5]. To sum up, we propose to build the function: 

 
	 	 	  

 
through the following methodology: 
 

 
Fig. 4. Surrogate modeling approach to approximate a black box phenomenon 

We will now apply this to real battery data, and estimate the quality of the model. 

3. Battery degradation modeling: application on equivalent of 282 years of 
observations 

To test this methodology, we extracted the 5 longest discharge cycles for each eclipse phase 
(twice a year) on 30 satellites supported by a Eurostar 3000 platform. This results in 2821 
discharges cycles and half a million data rows. We then apply reduction dimension and 
degradation modeling. 

3.1 Dimension reduction 

Once PCA is applied, we first have a look at variance cumulative proportion to select the 
right number of component to keep. 
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Fig. 5. Variance cumulative proportion 

This leads to keep 20 first components that carry 97% of total variance. Benefiting from 
this reduced set of components, we look at some three dimensional projections of the 
discharge cycle to check no cluster effect will pollute further modeling and assess 
homogeneity of input data. 

 
Fig. 6. Families discovered through PCA projections 

A projection on the first 3 PCA components (carrying about 90% of total variance 
according to Fig. 5) makes appear distinctly at least 2 families through two cluster. Trying to 
capture relationship between degradation and PCA components on the two families through 
the same PCA basis will be less accurate than performing it separately on the two PCA 
basis computed on the two clusters. Other projections revealed a third cluster in red in Fig. 
6. Hence, we develop the methodology two times on each cluster. The red cluster is 
considered too small to allow any modeling.  
After exchanging with battery experts, it appears that the two clusters were matching two 
battery technologies: NiH2 batteries in blue (family 1), and Li-Ion batteries in green (family 
3). Hence even with no design knowledge or battery assumptions, the mathematical 
modeling through the dimension reduction makes us able to separate significant different 
behavior.  
After this dataset preparation and reduction, we apply degradation modeling. 
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3.2 Degradation modeling 

When applying this step, one should pay attention to two details. First, because data is 
coming from an experimental process, a regression model should be preferred over an 
interpolation model. Second, because of the possible large number of observations, the 
training phase will result in an optimization problem with multiple local minima. A robust 
regression approach that can face high number of samples in high number of dimensions 
must be carefully chosen. The product pi-seven from the company Datadvance has been 
benchmarked and chosen to support this implementation. 
 
After building one model for each of the two families identified, we score each of them by 
predicting age of discharge cycles kept apart from the learning step. We would expect that 
age of each discharge cycle (the year of its observation minus the date of launch) will 
match the prediction. We make this representation for the first family below. 
 

 
Fig. 7. Degradation modeling performance (scale in eclipse phases number: 2 eclipses phases = 1 year).  

Real age (x axis) vs prediected age (y axis) 

The red line represents an envelope of ±1 eclipse phase error, meaning ±6 month error. 
Most of the discharge cycle used for validation lies within those boundaries. Below are the 
detailed results for both families: 

Table 1. Degradation modeling accuracy, ratio of validated discharge cycle within each interval  

  months  months 
Family 1 67.5% 88.9% 
Family 3 38.9% 67.4% 

 
While modeling is quite accurate for Family 1, it degrades significantly for Family 3. Ratio 
of validation samples lying within an interval is a good measure of model accuracy, but is 
also a recommendation for application within operations as illustrated in Fig. 8. If method 
output is within confidence interval, it should not be considered as degradation. If result is 
beyond confidence interval, it should be raised to system expert for proper investigation. 
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Fig. 8. Overview of method in operational context 

Due to the results obtained for family 3 compared to family 1, several improvements were 
attempted. First trying to model both battery age and index within eclipse cycle, or 
considering additional observable such as bus current to take into account the mission 
variability supported by the battery. While no significant improvement was obtained, it is 
expected that considering a larger number of observables related to the system under 
observation can improve the model. Not limiting to bus current only, but extending to 
commands, and non-electrical measures such as temperatures is still to be explored. Such a 
multivariate approach can stay as far as system knowledge by relying on covariance 
analysis to infer the dependencies within the system as illustrated in [6]. 

4. Data based space system operations 

Based on those results that can be further improved, and because this methodology is 
relying on few assumptions and can be applicable to other systems, it appears that classical 
computation means should be extended. Those cannot support 10000 telemetries sampled 
every 20 seconds for every satellite, multiplied by the size of a fleet or a constellation. We 
then started a migration to a distributed storage and computation environment. We present 
here preliminary results and technologies evaluated. This is far from being exhaustive due 
to the numerous technologies existing and arising in data analytics field. On the other hand, 
the set of technologies chosen to scale up this methodology is easy to implement in various 
context and does not rely on proprietary component. We have explored both distributed 
storage and distributed computation.  

4.1 Distributed storage 

We limit our choice to what was available in a standard Hortonworks distribution, this 
choice being the one recommended and deployed by Airbus Defence and Space Digital 
Transformation Office. Within this environment, we benchmarked for storage 3 
technologies: Parquet file in HDFS, Hive database, and HBase database. 
The use case measured here is the retrieval of data already stored. Storing data is a onetime 
action, while retrieving the data is supposed to occur very often. The performance of this 
step is considered critical. The data retrieved here is composed by 100 telemetries sampled 
every minute over 10 years, representing about half a billion data point, sampled by a long 
timestamp and a double value. 
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The results are consolidated below: 

Table 2. Data retrieval performance  

 Read data 
Parquet on HDFS 7.5s 
Hive 10.5s 
HBase 75s 

 
To get such performances, we took into account a particularity of our data which is its 
repeatability. Given the orbit, the whole data was split in 24 hours windows, the orbit 
period for geostationary platforms. This split was used as a partition rule in all those 
storage. Such partitioning improved greatly the data retrieval performances. 
 

Based on those results, Parquet storage on HDFS is the privileged data format for 
storing satellite telemetry. Performant enough with flexibility, it will allow storing other 
data type than only time series and avoid to choose a niche technology dedicated to time 
series. 

4.2 Distributed computation strategy 

For distributed computation Spark is chosen as part of Hortonworks distribution. At that 
time, a major question arose: what do we want to distribute. Indeed, Spark API allows 
distributing calculations onto a cluster and proposes as well distribution of mathematical 
operators as well. Any linear algebra operation, like inverting a matrix can be distributed 
onto a cluster. In our case, we have linear algebra to perform. We then have two choices: 
distribute whole telemetry and process it fully on a core, or distribute each linear algebra 
operation over the cores. It appears that we were dealing with data about 100 to 200MB, 
observed size for one telemetry over 10 years. This is far below the memory capacity of 
each core of a standard Hadoop and Spark cluster (several GBs). That means we can limit 
distribution at telemetry level. If going beyond and distribute linear algebra operations as 
well, this results in major time overhead due to transfer of a lot of small information 
through nodes. This may not be questioned unless dealing with telemetries about several 
GBs. This illustrates that data is stored for a given processing, and data may be duplicated 
following different partitioning according to the processing to be applied. 
 

4.3 Distributed computation performance 

Once stored and partitioned, data is ready to be processed. For assessing computation 
performance, we rely on a simpler algorithm devoted at outlier detection. It relies on 
functional decomposition as the method presented here, but scores each observable with a 
different metric not catching degradation. Its full description is available in [4].  

To give an order of magnitude of expected computation time, we make this 
algorithm run on a comparable amount of data. While different in its objectives – 
degradation or outlier detection, it relies on the same operators and comparable data sizes. 
It takes about 4.5 hours to process 10 years of telemetry archives in order to produce a 
score (predicted age or outlier score). Migration of algorithm presented here to pySpark 
language to allow its distribution is ongoing and is expected to require the same 
computation time. 
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4. Conclusion 

We described here a non-destructive approach to support health monitoring diagnosis on a 
battery system. This method requires no assumption or knowledge on the system observed 
except repeatability through its observables. This makes a good candidate to apply health 
monitoring at system of system scale. Preliminary results are encouraging, while varying 
from one battery family to another. Those results and other algorithms developed for space 
system monitoring pushes us to anticipate a big data platform. We then investigated 
technologies to support distributed storage and computation. 

While such data based approach is now demonstrated as feasible, the integration of 
method outputs in decision processes has to be worked out. Indeed, it is now quite easy to 
define an appropriate algorithm for a specific need and to measure its accuracy on massive 
amount of data. It is not required to be an expert to demonstrate this. But to transfer such 
capabilities from support decision to decision itself, expert should take attention at defining 
rigorously the datasets they want the algorithm to be assessed on. Such algorithm 
qualification process relevance is highly depending on expert involvement in it. And will be 
the key of success to benefit from Actionable Artificial Intelligence in industry. 
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