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ABSTRACT

A new damage detection method for railway bridges is presented. The proposed method uses raw acceleration

data, avoiding the difficult step of designing a-priori a damage sensitive feature and leaving that task to the

powerful pattern-recognition capacity of Artificial Intelligence, in particular an Artificial Neural Networks

(ANN). The proposed method is applied to data from a numerical experiment and a field deployment and

demonstrates good novelty detection capabilities in both cases. Closer examination of the results reveals,

however, that the features automatically extracted by the ANN are qualitatively different in the two case

studies. The numerical data, obtained by simulating moving point forces, is dominated by the modal behaviour

of the structure and, consequently, whatever feature the ANN learns to evaluate it must be based on that

modal information. The data measured in the field deployment is dominated by non-modal vibration

(vibrations induced by rail-roughness, sleeper-distance and train-bridge interactions), which are of higher

frequency than the modal data. Experiments with low- and high-pass filtered real data are performed to

discern if the ANN extract features from the modal data (low-frequency), other high-frequency phenomena or

a mix of both. These reveal that it is mainly the high-frequency data that informs the ANN novelty detection.

The fact that the damage detection of the proposed algorithm is based mainly the high-frequency content of the

input signals raises important questions about the validity/efficacy of numerical validations of this type of

damage detection methods (and of modal-based approaches in general). These are normally confined to modal-

simulations of moving point forces and thus only contain modal data, which seems to be of lesser importance

when a machine learning approach is used.

1. Introduction

Infrastructure represent a significant investment for modern societies, requiring large amount of resources to

be completed, but providing enormous benefits for it users. As such, lots of efforts have been made throughout

history to make the design and maintenance of structure more rational, i.e. providing a maximum amount of

utility to society at a given cost. Lately these efforts have been focused on the entire life cycle of the structure,

optimizing not only the construction costs, but also the expected inspection, maintenance and repair costs

along the entire life of the structure. New technologies allow for new strategies for the inspection and

maintenance, which, when fully realised, will have a dramatic effect in the life cycle cost of infrastructure.

One of these new technologies is Structural Health Monitoring (SHM). The ability to continuously monitor the

performance of a structure in real time has large potential to improve on the current scheduled ocular

inspections based structure management practices. Besides providing a more objective (not tied to the

subjective opinion and experience of the inspectors) measure of the structural performance it can also allow

for a more aggressive usage of the existing infrastructure, allowing larger loads or postponing expensive

repair work without loss of reliability. SHM is a very active field of research. One of the most promising
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approaches is that of novelty detection. In this approach the behaviour of the monitored structure under

normal or “healthy” is in some sense characterized. If the future monitored behaviour deviates from this

expected characterization the monitoring system warns for damage. A main challenge in this field is the

difficulty in designing a-priori parameters that will represent the behaviour of the structure under all “healthy”

conditions and vary in a detectable manner under conditions that could be considered “damaged”. Because of

this Artificial Intelligence has shown to be a very promising technique. Machine Learning (a technique within

Artificial Intelligence) is a family of algorithms that can successfully “learn” the important characteristics of

complex multidimensional data, given enough data to train on. Given the large amounts of data generated by

SHM systems the application of Machine Learning is a very good fit to the novelty detection approach to

Damage Detection.

2. Methodology

In this study we implement and test an improvement to the Damage Detection algorithm originally proposed in

[1] and later validated in [2]. The Damage Detection algorithm makes use of Artificial Neural Networks

(ANN), a particularly powerful instance of Machine Learning, to predict deck-accelerations on the monitored

structure. These predictions are then compared to the actual value measured on the structure. Because the

ANN is trained on healthy data, the accuracy of its predictions drops significantly if changes are introduced in

the structure. This reduction in accuracy can be detected and used as an indication of damage.

In the original version of the algorithm the value of the acceleration at time tm was  predicted  by  the  ANN

based on the values of the measured deck accelerations at time {tm-n… …tm-1}. In the proposed version of this

algorithm the ANN is trained to predict value of the acceleration at time tm based of the measured values of

the acceleration at times {tm-k… …tm-1, tm+1… …tm+k}.

The improved performance of the proposed version is tested in a numerical experiment and in a field

deployment of SHM to a historical steel arch bridge loaded by railway traffic. In the numerical experiment the

accelerations signal simulated contain only the modal components of the vibration, since the numerical model

used is composed of moving point loads on a smooth path. In the field deployment the acceleration signals

contain not only the modal component of the accelerations, but other effects that also contribute to the

vibration of the structure, such as rail roughness, vibration induced by the regular placement of sleepers and

complex vehicle characteristics (wheel, bogie and wagon masses as well as the internal stiffness and damping

features of the vehicle).

Damage Detection approached are normally tested, at least in a first stage, only on numerical experiments.

This is natural, given the relative easiness with which numerical experiments can be performed, compared to

field deployments. If the approach to damage detection is based on modal characterization of the structure this

method is reasonable, since modal data is present in both numerical and field experiments. However, with a

Machine Learning approach, one cannot know a-priori what features of the data will be selected by the

training algorithm. Whether the ANN will learn to use mainly modal data or some other component of the

vibration signal is an important question. Thus, to shed some light on this issue, the proposed Damage

Detection algorithm was tested in two extra conditions: a) with the acceleration signals unfiltered and b) with

the acceleration signals high-pass filtered. If Damage Detection is significantly more successful in condition a)

then it will be an indication that the ANN is performing some sort of modal based Damage Detection. If,

however, condition b) is comparable at detecting damage, it will mean that the ANN tends to focus on more

high-frequency phenomena outside the normal mode excitation.

3. Numerical experiment (centre vs last prediction)

The proposed improvements to the AI-based damage detection algorithm was tested in a numerical experiment

consisting in a 2D simple beam structure traversed by moving point forces in a given axle configuration, but

of stochastically varying axle loads and moving speeds. The vertical vibration of the deck was recorded at 4



different points in the structure, simulating the location of accelerometers. The simulated data was corrupted

with noise with a signal-to-noise ratio of 2.1 to 3.3 % to approximate realistic operational conditions.

Four different ANN’s were trained based on the data from 300 train passages under healthy conditions. Each

ANN was trained to predict the output of each of the four “sensors” located on the simulated bridge.

Table 1. Properties of the simulated bridge

Quantity Value

Mass per length 18 066 kg/m

Span length 42 m

Moment of inertia 0.62 m4

Modulus of elasticity 210 GPa

Damping ratio 1 %

Number of elements 50

Damage location 16.0 to 17.6 m

Stiffness reduction 10 %

For each sensor and for each train passage a prediction error pe was calculated as the sum of the difference

between the deck acceleration predicted by the ANN and the one “measured” in the finite element model. The

Damage Index of a given train passage DI is then defined as the sum of the prediction error for each of the

sensors divided by the standard deviation of the prediction error of that sensor, to account for the natural

variation in the sensibility of the different sensors to damage.

The rationale behind the proposed method is that damage will lead to changes in the structure that will, in turn,

lead to poorer performance from the ANN, since they were trained to predict only the behaviour of the healthy

structure. Thus, a change in the structure (damage) leads to a detectable increase in the damage index DI.

Given the different parameters that can vary from train passage to train passage (different axle loads, vehicle

speeds, noise) the damage index presents a natural variability. For large damage (a stiffness reduction of the

damaged elements of 30 %) the damage indexes DI generated under healthy conditions are easily discerned

from the those generated in damaged conditions (the lowest damage index under damaged condition is larger

than the highest damage index under healthy conditions), making the choice of a “threshold value” above with

the damage detection should alarm the bridge owners trivial. For a smaller and more realistic stiffness

reduction of 10 % this is not the case. Some of the DI obtained under damaged conditions are lower that some

of those obtained under healthy conditions. This means then, that whatever the threshold value chosen there

will be some damaged cases that will be mislabelled as healthy (a false negative) and/or some healthy cases

will be mislabelled as damaged (a false positive). Generally, to reduce the number of false negatives one needs

to increase the number of false positives. Thus, an optimum value needs to be found that balances the costs

associated with possible false positives and false negatives.

A Receiver Operator Curve (ROC) is a plot of the ratio of true positives versus the ratio false positives

generated by different thresholds. It can be used to illustrate the ability of different methods to separate the

healthy and damaged condition in an experiment. The ideal ROC (where no cases are mislabelled) as an area

under the curve of 1. A blind guess (labelling all the results health or damaged at random) will have an area

under the curve of 0.5. Realistic damaged detection will fall somewhere in between, naturally the are under of

the curve represents a good characterisation of the “accuracy” of a method (note that the ROC does not

represent the accuracy of the method in general, but the accuracy of a method for a given damaged case).

For the numerical experiment performed the area under the ROC for the original method in [1] (where the

accelerations in six previous steps were used to predict the next acceleration value) was measured to 0.69.

With the new proposed method, using the 3 previous acceleration values as well as the 3 following ones, the

area under the ROC was 0.83, and substantial improvement. It is worth to note than most of the increase is in

the low-false positive, low-true positive part (the lower leftmost corner of the plots). In most practical

applications this will be the area of most interest, since normally the likelihood of false positives has to be kept

low to avoid the extra costs of unnecessary inspections. For an acceptable false positive likelihood of 10 %,



for example, the original method will successfully detect 14 % of the damaged cases, while the proposed

method will detect 51 %. The reliability of both methods can be increased arbitrarily by combining the results

from several train passages. However, the higher reliability for a single train passage of the proposed method

will result on a faster convergence of the multi-train passage result, necessitating fewer train passages to

achieve a given level of reliability.

Figure 1. Upper panes: the ROC of the original method proposed in [cite] (left) and of the proposed

improvement (right). Lower panes: Schematic of the inputs (acceleration values from all 4 sensors, marked in

blue) and target (acceleration value for a given sensor, marked in red) for the training of the ANN used to

predict the values of sensor 1 in the original method (left) and the proposed method (right).

4. Field experiment (low vs high frequency)

Much of the research conducted within Structural Health Monitoring consist of devising damage sensitive

features from measurable quantities, typically accelerations and strains. Traditionally, most of the techniques

make use of modal analysis, given how it simplifies the equations involved and the sparsity of typical

acceleration signals considered in the frequency domain [3]. More recently, and due to the fast development of

Artificial Intelligence, Machine Learning techniques have started to appear as useful alternatives for



Structural Health Monitoring. In Machine Learning the damage sensitive feature does not need to be

engineered a priori, instead it is algorithmically extracted from the data during the training phase.

Data acquired in field deployments contains normally much more information than the modal vibration of the

structure, since it is affected by things such as the vehicle suspension, rail roughness, sleeper distance and

others. Typically, the amplitude of this other sources of vibration is larger than those of the modal vibration.

There is no reason to expect that a Machine Learning algorithm, that has no previous information on the

structure, will “learn” to use the modal component of the vibrations in the same way as in previously proposed

modal based damage detection techniques. It is reasonable to suppose that more information could be

extracted from the components other than the modal, since they are larger in amplitude and broader in

spectrum.

To test this hypothesis, the proposed algorithm was tested on both data from a field deployment, both

unfiltered and high-pass filtered at 15 Hz. The data comes from the Padermo Bridge, a historical structure

built in 1889 close to the city of Milan. The Padermo Bridge is a steel arch bridge that was monitored for 2.5

years between the end 20011 and early 2014. The sensor suite included 21 accelerometers located at 7

different sections in the structure (only data from one accelerometer at each section was used in the damage

detection implementation). Earlier analysis [4, 5] (see these references also for a more detailed description of

the bridge and monitoring system) of the structure suggested that the behaviour of the structure experimented

significant changes in the period between February and May 2012, suggesting damage. Data from long term

monitoring of bridges that contains both healthy and damaged conditions provide an excellent testbed for the

hypothesis.

Data from the Padermo Bridge collected between May and October 2012 was used as “healthy” data and used

to train the ANN’s to predict the deck acceleration levels. Data collected between December 2011 and

February 2012, which showed significant difference compared to the other period, were label as “damaged”

and the capability of the proposed algorithm to distinguish them from the “healthy”-labelled data was tested in

both an unfiltered and high-pass filtered condition.

Figure 2. ROC from the field deployment in Padermo Bridge. Left pane: original, unfiltered acceleration data

used. Right pane: The original signals was high-pass filtered before being used to train the ANN.

The area under the ROC is 0.71 for the unfiltered case and 0.66 for the high-pass filtered case. Some damage

detection capability is lost with the filtering of the signal, as can be expected since one is “removing”

information. However, the loss is small and seems to indicate that, whatever features the ANN ends up using



for damage detection it is not primarily the vibration of the bridges eigenmodes. The data used in this

experiment was sampled at 200 Hz. Thus, the ANN had information about the vibration on the structure 15

ms before and 15 ms after the value that it is trying to predict. Given that eigenmodes exited during train

passages normally have a natural period of above 100 ms, it can be expected that the ANN will tend to rely on

more high-frequency components with shorter periods.

5. Conclusions

A new damage detection algorithm based on Machine Learning was presented and compared to previous

iterations of the same. The new implementation differs from the previous in the fact that it uses acceleration

data from both before and after the value that the ANN are trained to predict. This was proved, in a numerical

experiment, to improve the damage detection capabilities of the method considerably.

Further, data from a field deployment was used to test whether the proposed algorithm (which presupposes no

previous knowledge of the structure being monitored, such as eigenmodes and eigenfrequencies) made use of

modal data for its prediction. This was achieved by filtering out the vibrations that can be expected to arise

from the modal vibration, below 15 Hz. It was proven that the performance of the damage detection method

was not considerably reduced, suggesting that enough information for SHM-proposes for can be found in non-

modal, high-frequency vibrations. This fact is often ignored in other vibration-based SHM-methods.
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