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Abstract 

In this paper, different data structures are investigated which are suited to represent inhomogeneous voxel volumes with different 

spatial voxel resolutions. These data representations are useful for the data efficient reconstruction of convex or planar objects 

which require only a fraction of the number of voxels to represent the object compared to a full 3D homogeneous voxel data set. 

The comparison of the data structures is done with respect to memory consumption, and computation time for the filtered 

backprojection (FBP) as the most important CT reconstruction algorithm. In addition, the parallelization of the FBP 

reconstruction using the proposed data structures is investigated for GPU hardware accelerators. The goals of the investigation 

of data structures for inhomogeneous voxel volumes are data reduction and acceleration of the CT reconstruction for suitable 

objects (concave, planar) which are typical for many industrial computed tomography applications.  
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1 Introduction 

The amount of data that is generated in CT reconstruction has increased in the last decades from several gigabytes to over 200 

gigabytes for a single voxel data set due to high resolution flat panel detectors with up to 4K x 4K resolution. Usually all parts 

of the volume are stored with the same high resolution in reconstruction algorithms. One way to reduce the amount of data is to 

use different resolutions for different regions based on the relevance of the respective region. In many industrial CT applications 

it is for example not necessary to use full resolution for volume parts which don’t contain material. To achieve different 

resolutions in a voxel volume, other data structures than a regular grid are required. These data structures should be able to define 

arbitrarily large voxels while having low memory and computation overhead. 

 

In addition to the reduced memory, the reduced number of voxels in inhomogeneous voxel volumes should lead to a faster 

reconstruction time. To further accelerate the reconstruction process, the most promising data structures are used in the filtered 

backprojection and parallelized with an OpenCL implementation which uses the capabilities of modern GPUs. The work of Zhao 

et al. [1] indicates, that the reconstruction of voxel volumes can be speeded up, even compared to an optimized multi-threaded 

CPU implementation. In this work, it is investigated how the use of different data structures will interact with this theoretical 

speedup. One bottleneck of the parallelization is the limited memory on the graphics card. A naive approach restricts a GPU to 

reconstruct a volume with a size smaller than its global memory. To overcome this limitation, the volume can be partitioned into 

partial volumes by domain decomposition and reconstructed either sequentially on one GPU or in parallel on several GPUs. 

2 Related Work 

In the work of S. Kim et al. [2] an octree was used in an iterative CT reconstruction algorithm to extract the shape of an object. 

The authors refined the octree iteratively based on the geometrical complexity of the scanned shape. The authors were able to 

reduce the memory requirements for the volume data from 3.1 gigabytes to 26 megabytes in their application. This indicates 

that the octree is a good candidate to decrease the amount of data for the given requirements. Nevertheless their results are not 

directly comparable to this work, since the authors improve the octree iteratively. In this work however, the octree is build 

upfront based on a low resolution reconstruction in the context of non-iterative filtered backprojection with no further 

refinement during the reconstruction process. Additionally, S. Kim et al. used full resolution only for the boundaries of the 

object whereas we reconstruct all parts of the object in full resolution. 

3 Data Structures and Inhomogeneous Voxel Volumes 

As shown in Figure 1a, a voxel volume is typically defined as a set of equally shaped volume elements which form a regular 

grid [3]. As a first attempt to relax this regularity, a rectilinear grid is introduced in [4]. In Figure 1b, for each dimension the 

border positions of the voxels (red lines) can be chosen arbitrarily. The ability to reduce the volume data is limited because the 

size of the voxels cannot vary over all voxels. Additionally, as the object lies in the center of the volume only the corner regions 

of the volume can be stored in low resolution and the voxels beside the object are elongated in one or two dimensions. 
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Figure 1: Two-dimensional slices through all proposed data structures which are suited for defining inhomogeneous voxel volumes. (a): 

Typically, a voxel volume is defined as a set of equally shaped voxels. (b): A rectilinear grid defines voxels by its border positions for each 

dimension. (c): A nested grid can choose arbitrarily resolutions for each of the low resolution grids. (d): An octree subdivides the volume into 

eight equally shaped partial volumes until the final partial volumes represent a single voxel. (e): A binary space partitioning tree subdivides 

the volume in one dimension at a time into two partial volumes. (f): Bounding volume hierarchy uses basic geometrical objects for recursively 

separating the volume. 

As proposed in [5] nested grids divide the volume in partial volumes with a low resolution analogous to a regular grid. In 

Figure 1c, the partial volumes of the nested grid (red lines) are further subdivided in a regular grid pattern of an arbitrary size 

(green lines). The ability of nested grids to adapt the resolution is more effective compared to rectilinear grids. Nevertheless, the 

voxel size is restricted by the fixed size of the low resolution grid. 

 

With the octree method known from K. Yamaguchi et al. [6] the volume is subdivided recursively into eight equally shaped 

partial volumes like shown in Figure 2. In Figure 1d, this process is continued until the leaf nodes of the tree structure represents 

a single voxel. This approach can adapt the voxel volume more freely than the nested grid since the octree can define arbitrary 

large voxels. Furthermore, the octree structure contains information which doesn't need to be saved explicitly. 

 

A binary space partitioning tree (BSP) divides the volume recursively in one dimension at a time into two partial volumes [7]. 

Like shown in in Figure 1e, the dividing hyperplane can be chosen freely to balance the tree or to generate bigger voxels 

compared to an octree. On the other side, the BSP tree will have a much higher depth compared to an equivalent octree and more 

information needs to be saved, which will result in bigger volume structures and slower algorithms.  

 

Another way of defining inhomogeneous voxel volumes is shown in Figure 1f. A method known as bounding volume 

hierarchy [8] recursively partitions the volume by using basic geometrical objects like squares or circles. Even though using 

bounding volume hierarchy will adapt the resolution arbitrarily, the computational complexity to represent an object is higher 

compared to the previously discussed data structures. Furthermore, the concept of voxel volumes is not applicable to non-

rectangular shapes. 

4 CT Reconstruction with Octree and Nested Grid Data Structure 

Before applying the FBP, all implemented data structures are constructed based on a reconstruction with low resolution using a 

regular voxel volume. Thresholding is used, to select the voxels representing the object. Analogue to a regular voxel volume all 

16-bit single precision attenuation values of a rectilinear grid volume are stored in a three dimensional array. For a regular voxel 

volume the origin and the voxel sizes are sufficient to define its voxels. By using rectilinear grid volumes, additionally three lists 

containing the border positions of each voxel for the respective dimension are stored. The structure of a nested grid volume is 

implemented by two one dimensional linear data structures. To minimize overhead, all attenuation values are stored in a single 

list in 16-bit single precision. Another list is containing 64-bit unsigned integer values representing pointers, which point to the 

first voxel of each low resolution grid.  
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Octree volumes are implemented similarly to the nested grid by a list containing the attenuation values in 16-bit single precision 

and another list containing 64-bit unsigned integer values which represent the offsets to the first child node for all inner nodes. 

This reduces the memory requirements of an octree, by representing leaf nodes solely by its attenuation value. Additionally, the 

first eight bits of the offsets contain the information which child nodes exist. This octree implementation supports defining 

arbitrarily octree structures containing offsets with a size up to 256. When having more than 256 inner nodes the possible octree 

structure will be restricted. To allow a fast trilinear interpolation, which is for example necessary to visualize the octree, the 

average attenuation value of each inner node is stored as well. 

 

Since the octree recursively divides the volume into eight octants, the resolution of an octree volume is a multiple of two and 

equal for each dimension. By fixing the voxel size the resolution of the volume needs to be padded to the next power of two. 

This overhead is reduced by using the lowest possible resolution for the padded parts of the volume. For representing voxel 

volumes with a full resolution of 𝑁 × 𝑁 × 𝑁 the height of the octree is log2 𝑁. Therefore, the height of the octree will be 

relatively small even for large datasets. For example a full resolution 40003 voxel dataset is represented by an octree with a 

height of 12. For regular grid volumes 4 bytes are sufficient to store one attenuation value. By using octrees, the number of bytes 

will increase due to the introduced pointer structures. For storing a single voxel located at layer ℎ in an octree, additional offsets 

and attenuation values need to be stored for each parent node. This increases the memory space requirement for this voxel to 

4 + (4 + 8) ⋅  (1 8⁄ + 1 82 + ⁄ 1 83 + ⋯ +  1 8ℎ) ⁄⁄ ≈ 5.71 bytes. 

 

                  
 

Figure 2: An octree structure representing a voxel volume (left) and its corresponding tree representation (right). 

5 Experimental Results 

The cone-beam filtered backprojection proposed by Feldkamp, David and Kress [9] was implemented on C++ and evaluated on 

several test structures. In the OpenCL implementation, the filtering, the low resolution reconstruction and the backprojection 

were executed on the GPU, whereas the construction of the data structures was computed on the CPU. All computations were 

evaluated on a computer with 768 GB main memory and two Intel Xeon E5-2680 v4 CPUs with 14 Kernels (2.4 GHz). The 

OpenCL code was evaluated on one AMD FirePro W9100 GPU with Hawaii architecture and 32 GB memory and a single 

precision performance of 5238 GFLOPS.  

 

In Table 1 the computation time and required memory space of the FBP on the CPU is shown for all implemented data structures. 

First, a functionally correct single core CPU reference version of the FBP algorithm for GPUs computing is implemented. As 

this CPU reference version is not optimized for speed, it needs 38-44 hours for the reconstruction of 10003 voxel datasets and 

below 3 hours for reconstructing a 5003 voxel data set. All three implemented irregular data structures were able to perform 

better both in terms of computation time and memory usage. Due to the previous discussed limitations of rectilinear grids, the 

performance gain for this data structure was limited to a factor of 2-3 in terms of computation time and 2-4 in terms of storage 

reduction. In one case the rectilinear grid volume needed longer computation time then the regular grid volume. Using nested 

grids the FBP of 10003 voxel data sets was finished in between 3 and 6 hours and reduced the volume size to between 235 and 

425 megabytes without lowering the resolution of the relevant parts of the volume. This corresponds a speedup of 7-15 and a 

storage reduction of 9-16. For the 5003 voxel dataset the nested grid lowered the reconstruction time to 18 minutes (speedup of 

9) and the storage space to 32 megabytes (factor of 15).  
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In the table, the octree performed best by reconstructing the 10003 voxel datasets in between 1.7 and 5.3 hours (speedup of 8-

25) and had a reduced volume size in between 83 and 366 megabytes (factor of 10-46). The 5003 voxel dataset was reduced to 

14 megabytes (factor of 34) and reconstructed in 14 minutes (speedup of 12). The octree was able to use less storage space since 

it was able to use arbitrary large voxels like shown in Figure 3 (right). Additionally, the reduced number of voxels using octrees 

leads to a faster computation time for the FBP. The poor performance of the rectilinear grid for reconstructing the carbon fiber 

pipe is due to the fact that all voxels inside the tube need to be stored in high resolution since the size of the voxels cannot vary 

over all voxels.   

 

Dataset Projections Volume Volume  

Type 

Gen. 

Structure 

CPU Time 

Overall 

CPU 

Time 

Memory  

Space 

Pencil Holder 500x2300x3200 500x500x500 Regular 0.1 s (166.9 min) 476.8 MB 

Rectilinear 5.1 min 50.3 min 98.5 MB 

Nested 5.2 min 17.7 min 32.1 MB 

Octree 5.4 min 14.1 min 14.2 MB 

Mini PCIe 

Connector 

800x992x992 1000x1000x1000 Regular 0.2 s (44 h) 3814.7 MB 

Rectilinear 45.3 min (25 h) 1406.4 MB 

Nested 46.0 min 197.3 min 255.8 MB 

Octree 44.3 min 124.3 min 112.5 MB 

Raspberry Pi 800x992x992 1000x1000x1000 Regular 0.2 s (43 h) 3814.7 MB 

Rectilinear 52.9 min (24 h) 1315.0 MB 

Nested 44.9 min 174.5 min 235.2 MB 

Octree 43.8 min 102.3 min 83.3 MB 

Carbon Fiber Pipe 900x1024x1024 1000x1000x1000 Regular 0.7 s (40.3 h) 3814.7 MB 

Rectilinear 41.3 min 51 h 3144.1 MB 

Nested 43.1 min 350.3 min 425.7 MB 

Octree 41.7 min 315.0 min 366.1 MB 

Additive  

Manufactured  

Workpiece 

900x2048x2048 1000x1000x1000 Regular 0.2 s (38.1 h) 3814.7 MB 

Rectilinear 44.3 min 17 h 890.3 MB 

Nested 47.1 min 229.5 min 318.0 MB 

Octree 41.8 min 193.1 min 197.8 MB 

Table 1: Reconstruction times on CPU and storage requirements for five datasets using regular voxel volumes and the implemented data 

structures for defining inhomogeneous voxel volumes. In addition to the overall computation time, the time for automatically generating the 

volume structure is shown. 

 

                  
Figure 3: Isosurface of a 5003 voxel pencil holder dataset using a regular voxel volume (left) and a slice (red plane) through the corresponding 

octree volume (right).  

In Table 2, a pencil holder is reconstructed using GPU acceleration with regular voxel volumes ranging from 5003 voxel (shown 

in Figure 3 left) up to 40003 voxel and their corresponding octree volumes. In all cases the octree used less storage space 

compared to a regular voxel volume. The ability to reduce storage data is increasing for larger datasets. For a 5003 voxel dataset 
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the reduction reaches a factor of 33 whereas for a 40003 voxel dataset the reduction rises to a factor of 85. The same trend is 

shown regarding computation time. For small datasets the speedup is neglectable or even not existent. For bigger datasets the 

speedup is going up to 3.7. A large fraction of the computation time is used to generate the octree structure on the CPU. For the 

two smallest datasets an octree with full resolution is used for reconstruction to show the overhead of the octree-structure. For 

both datasets, the number of bits to represent an attenuation value are increased from 4 bytes to 5.7 bytes like discussed in 

Chapter 4. The minor offsets to the theoretical value is due to the necessary padding of the octree. 

 

Dataset Projections Volume Volume  

Type 

Gen. Structure 

CPU Time 

Overall GPU  

& CPU Time 

Memory 

Space 

Pencil Holder 500x2300x3200 500x500x500 Regular 0.2 sec 0.9 min 476.8 MB 

Octree 0.5 min 1.2 min 14.2 MB 

Full Octree 2.7 sec 0.9 min 681.5 MB 

Pencil Holder 1000x2300x3200 1000x1000x1000 Regular 0.2 sec 3.4 min 3.7 GB 

Octree 1.4 min 2.6 min 72.8 MB 

Full Octree 22.0 sec 4.4 min 5.3 GB 

Pencil Holder 2000x2300x3200 2000x2000x2000 Regular 0.4 sec 18.4 min 29.8 GB 

Octree 6.3 min 8.7 min 436 MB 

Pencil Holder 3000x2300x3200 3000x3000x3000 Regular 0.5 sec 70.6 min 100.6 GB 

Octree 18.8 min 24.1 min 1.3 GB 

Pencil Holder 4000x2300x3200 4000x4000x4000 Regular  0.6 sec 205.2 min 238.4 GB 

Octree 43.9 min 55.0 min 2.8 GB 

Table 2: Comparison of reconstruction times and storage requirements for five datasets of the same pencil holder shown in Figure 3 with 

different volume sizes using regular voxel volumes and octrees. The filtering and the backprojection were computed on a single GPU. In 

addition to the overall computation time, the time for automatically generating the volume structure on the CPU is shown. For small datasets 

additionally a full resolution octree is reconstructed to show the overhead of using an octree volume. 

 

Dataset Projections Volume Volume  

Type 

Gen. Structure 

CPU Time 

Overall GPU  

& CPU Time 

Memory  

Space 

Mini PCIe 

Connector 

800x992x992 1000x1000x1000 Regular 0.2 s 0.9 min 3814.7 MB 

Octree 0.6 min 0.9 min 112.5 MB 

Raspberry Pi 800x992x992 1000x1000x1000 Regular 0.4 s 1.0 min 3814.7 MB 

Octree 0.6 min 0.9 min 83.3 MB 

Carbon Fiber Pipe 900x1024x1024 1000x1000x1000 Regular 0.3 s 1.1 min 3814.7 MB 

Octree 0.6 min 1.2 min 366.1 MB 

AM Workpiece 900x2048x2048 1000x1000x1000 Regular 0.2 s 2.2 min 3814.7 MB 

Octree 1.2 min 2.5 min 197.8 MB 

Toothbrush 1620x2048x2048 2000x2000x2000 Regular 0.2 s 15.2 min 29.8 GB 

Octree 7.0 min 9.0 min 1424.7 MB 

Set of Gears 2000x2300x3200 2000x2000x2000 Regular 0.3 s 16.4 min 29.8 GB 

Octree 8.5 min 11.0 min 529.9 MB 

Pencil Sharpener 2000x2300x3200 2000x2000x2000 Regular 0.4 s 19.1 min 29.8 GB 

Octree 8.0 min 11.1 min 1706.3 MB 

Chocolate  

Santa Claus 

3000x2300x3200 3000x3000x3000 Regular 0.5 s 68.5 min 100.6 GB 

Octree 25.2 min 30.5 min 2.5 GB 

Light Bulb 3000x2300x3200 3000x3000x3000 Regular 0.6 s 73.5 min 100.6 GB 

Octree 20.1 min 26.6 min 854.2 MB 

Pencil Holder 4000x2300x3200 4000x4000x4000 Regular  0.6 sec 205.2 min 238.4 GB 

Octree 43.9 min 55.0 min 2.8 GB 

Coffee Cup 4000x2300x3200 4000x4000x4000 Regular 0.6 s 203.0 min 238.4 GB 

Octree 62.6 min 78.2 min 5.9 GB 

Table 3: Comparison of reconstruction times and storage requirements for several datasets from 10003 up to 40003 voxel. The datasets were 

reconstructed with the FBP using a single GPU. The time for generating the octree structure on the CPU is shown separately. 

In Table 3, a large variety of objects are reconstructed which are shown in Figure 4. The results demonstrate that the octree is 

performing well representing inhomogeneous voxel volumes for planar and concave objects. The octree-generation is 

computed single threaded on the CPU and takes most of the computation time, especially when reconstructing large datasets. 

To further accelerate the reconstruction process the structure-generation could be transferred onto the GPU. In applications like 

data retention, where data reduction is a key criteria, a more time consuming octree structure generation would further decrease 

the storage requirements since the current algorithm constructs the octree based on a fast reconstruction with low resolution. 
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Figure 4: Isosurface of all reconstructed regular voxel volumes shown in Table 3. From the top left to the bottom right one can see a carbon 

fiber pipe, a chocolate Santa Claus, a Raspberry Pi, a light bulb, a set of gears, an additive manufactured workpiece, the head of a toothbrush, 

a coffee cup, a mini PCIe connector and a pencil sharpener. The pencil holder is shown in Figure 1 (left). 

6 Conclusion 

In CT reconstruction, data reduction is getting increasingly important since reconstructed datasets can reach sizes of several 

hundreds of gigabytes. One way to reduce the amount of data is to use full resolution only for the relevant parts of the voxel 

volume and to adaptively reduce the resolution for the parts irrelevant for a specific application. This is particularly efficient for 

planar and concave objects often found in industrial CT applications. In this paper, several data structures have been considered 

that could be used to represent inhomogeneous voxel volumes ˗ namely, rectilinear grids, nested grids, octrees, binary space 

partitioning trees, and the bounding volume hierarchy method. Rectilinear grids are limited in defining arbitrarily shaped voxels 

which limits its potential for storage reduction. Nested grids outperform regular and rectilinear grids both in terms of storage 

reduction and reconstruction time. Still, the size of voxels in nested grids is bound by the fixed size of the low resolution grids. 

By using octrees, arbitrarily large voxels can be defined leading to further memory reduction compared to all other investigated 

data structures. For the considered cases, octrees achieved a memory reduction by a factor of 10-120 compared to a full 3D 

homogeneous voxel data set. For datasets larger than 10003, the octree based and GPU accelerated filtered backprojection 

attributed to a speedup of 1.7-3.7 compared to a regular voxel volume GPU implementation. The speedup gain using octrees is 

dependent on the size of the datasets and increases for large datasets. 
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