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Abstract

The Discrete Algebraic Reconstruction Technique (DART) [1] is a well-known method to reconstruct images from a set of X-ray

projections acquired from objects that consist of only a small number of materials. For such materials, DART has been shown

to lead to high quality images, even when the number of available projections is small or when the projections are acquired in

a limited angular range. The core idea of DART is to reduce the size of the reconstruction problem by iteratively updating only

those pixels that are likely to be misclassified. However, DART updates the image pixels independent of the material. We present

an improved pixel update strategy by introducing a probability map that measures the classification accuracy of each pixel based

on its gray value evolution throughout the iterations. Through simulation experiments, we show that, compared to DART, the

proposed method either improves upon convergence speed or on quality of the reconstructed image.
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1 Introduction

In X-ray Computed Tomography (XCT), there is a well-known trade-off between the quality of the reconstructed image and the

number of acquired projections (which in turn relates to the acquisition time and/or applied dose to the object). One way to

improve upon this trade-off is to include prior-knowledge in the reconstruction process. In [1], the Discrete Algebraic Recon-

struction Technique (DART) algorithm was introduced, in which prior knowledge on the number and gray values of in the image

is exploited. DART performs very well in terms of image quality, even when only a small number of projections is available. It

has been applied in various settings such as Electron Tomography [2], 3D microscopy [3], and in-line inspection [4].

There are however a few weaknesses to the DART algorithm that have been reported in the literature. Since DART relies on an

iterative reconstruction method, its computational cost is high [4, 5]. By selectively reducing the number of pixels to be updated

during the iterations, we hypothesize that the computational load can be substantially reduced. DART’s performance depends on

a number of parameters that have to be set in advance [6]. These include the number of initial ARM iterations, the number of

ARM iterations in each DART step, image gray values and thresholds, and finally an update probability parameter.

Several efforts have been made to improve the original DART algorithm with respect to the first weakness. In [5], the authors used

a multi-resolution approach to the DART algorithm (MDART), providing an improved convergence speed. As one of the only

in-line applications, Pereira et al. [4] proposed a combination of DART with a Region-Of-Interest (ROI) estimation. When the

ROI is known, all other pixels can be removed from the reconstruction problem which significantly increases computation speed.

Finally, the use of the ASTRA toolbox allows some of the steps in the algorithm to run on Graphical Processing Units (GPUs) [7]

and provides an easy to use interface for algorithmic prototyping. Any of these strategies improve the run time and convergence

of DART. The ADART algorithm [8] provides a simple and elegant approach to reduce the size of the subsystems of (1) by

iteratively making the boundary criterion of DART more strict. Hence less and less boundary pixels are freed automatically.

A major advance in parameter reduction within the DART algorithm was the introduction of PDM-DART [9], which provides

automatic gray value estimation, by selecting the segmentation parameters for which the projection distance is minimal. Another

example of automated gray-level estimation was employed in TVR-DART [6], where a soft segmentation technique inside the

objective function is combined with the compressed sensing approach.

This paper contributes to resolving the above issues by introducing an update probability map that dynamically measures the

likelihood that a pixel changes in the next iteration of the reconstruction process. The idea is to gradually exclude stable regions,

such as the background, from the DART reconstruction procedure, which improves convergence speed and provides a better

reconstruction quality. We also introduce a suitable initialization for the update probability map.

2 Methods

The algebraic interpretation of the reconstruction problem for CT places a (2D or 3D) pixel grid around the object and models

X-rays as lines or strips passing through the object and hitting the detector grid. The projection value resulting from a ray is a

sum of pixel attenuation values weighed by their contribution to the ray. This creates a linear relationship between the attenuation

values of the scanned object and the measured radiographs [10].

The relationship between the discretized object and the projection data can be described by a linear system

Wx = p, (1)
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where x ∈ R
n is a vector containing the attenuation values of each pixel in the grid representation of the object, p ∈ R

m is the

measured X-ray data, and W ∈R
m×n is the system matrix describing the contributions of each object pixel to each detector pixel

(and is closely related to the scanning geometry).

In practice, iterative algorithms are used to find the least-squares solution of the system (1). Examples of these are ART, SIRT,

and SART, all of which are described in [10]. One could also use solvers such as LSQR [11], CGLS or BiCG. We will refer to

these methods as Algebraic Reconstruction Methods (ARM). Unless specified, SIRT is the default ARM.

2.1 The DART algorithm

DART is a reconstruction algorithm in the context of Discrete Tomography (DT). By assuming that the unknown image is

discrete, i.e. x ∈ R
n := {ρ1, ..,ρk}

n, the underdetermined system (1) becomes easier to solve. As a result, DT methods require

less projection data than ARMs or analytical methods, such as FBP or FDK.

Given the projection data p and the possible gray values ρ1, ..,ρk, the key steps in DART are summarized as follows:

1. Initial reconstruction The ARM is iterated for a fixed amount of steps, which yields an output vector x(0).

2. Segmentation Since the output x(ℓ) is continuous, a segmentation procedure based on global thresholding is performed.

The output vector s(ℓ) only contains values in the set Rn := {ρ1, ..,ρk}
n.

3. Masked update A selection of rules is applied to partition the image into two sets B and F : the first set contains all pixels

with at least one neighbour belonging to a different segmentation class. The other set contains all pixels that lie in the

background of the image or the interior of the object. After partitioning, each pixel in B and a random selection S of F are

chosen for update with ARM iterations. DART adds pixels from F to S with probability p. The other pixels are kept fixed.

The output is a vector

x
(ℓ+1)
i =

{

x
(ℓ)
i , i ∈ B∪S

s
(ℓ)
i , i ∈ F \S,

4. Smoothing An optional smoothing step is performed via convolution of the reconstructed image with a 3×3 kernel.

5. Repeat This completes a DART iteration. Steps 2-4 are repeated until a convergence criterion has been satisfied or a

maximum number of DART iterations has been performed. A final segmentation step yields the output image s.

For an extensive description of DART, we refer to [1]. The strength of the DART algorithm comes from the partitioning step, in

which the size of the reconstruction problem is lowered. The free set also changes over subsequent DART iterations allowing for

the correction of misclassified pixels.

One flaw of the algorithm that has not yet been addressed, is that DART generally frees too many of the non-boundary pixels

when these have already converged. To illustrate this, projection data was simulated with the ASTRA toolbox [7] for a three-

color phantom (Figure 1a) from 14 equidistant projections. The update probability was set to p = 0.15. We compared the output

from the 100th and 500th DART step to the ground truth (Figures 1b and 1c). Most of the classification errors occur around

the fine structures in the middle of the phantom. We observe only a slight improvement in classification over 400 iterations.

Note however the low amount of misclassified interior pixels and the absence of errors in the background. In such situations,

there is little merit in still freeing these pixels with probability of p. The size of the reconstruction problem is kept larger than

necessary. In addition, the update probability p remains unchanged over subsequent DART iterations. This means that one needs

an appropriate choice for p and, in practice, the object is reconstructed for different values of p.

(a) Ground truth (b) After 100 DART iterations (c) After 500 DART iterations

Figure 1: The classification error (red pixels) seems to barely improve going from 100 to 500 DART iterations. Note, however,

that none of the pixels in the background are misclassified.

The significant influence of the update probability p on the quality of the DART output has already been observed by the authors

of [1] in simulations with noise. A single update probability p is hence sub-optimal in multiple ways. The simplest solution is
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to allow this probability to vary depending on the material. For example, the background could be given a lower probability to

reduce the amount of converged pixels that are freed. The issue with this approach is that instead of one update probability p, we

now use a different pi for each gray value ρi, increasing the amount of DART parameters.

2.2 The adaptive probability map

In this section, we introduce the adaptive probability map, which allows to lower the size of the subsystem of (1) created in

steps 3-4 of the DART algorithm by attributing a unique update probability pi to each pixel xi. Then, a feedback mechanism

is introduced inside the DART algorithm, which updates these probabilities based on information obtained inside the DART

iterations. Hence, the probability map is updated based on the state of the reconstruction. Finally, an initialization procedure is

executed, such that calibration becomes unnecessary.

The idea is to link each pixel with its own update probability. These probabilities are stored in a probability vector P ∈ R
n. We

refer to this vector as the update probability map of the image. The partitioning step of DART will now be replaced by generating

a random number ri for each pixel xi. If ri ≤ pi, then the pixel is put in the free set. Otherwise, the pixel remains fixed. With

the probability map it is trivial to replicate the partitioning step of the original DART algorithm. There, each pixel has an update

probability of 1 if it is a boundary pixel, and p if it is not. To replicate this let

pi =

{

1, if i ∈ B

p, otherwise,
(2)

where the set B contains the indices of all boundary pixels, as defined in Section 2.1. For the updating scheme proposed, all the

other steps in the DART iteration are kept the same. An extra step is performed, in which the probability map is updated based

on the differences between the new segmentation s(ℓ+1) and the old s(ℓ). This update procedure is explained in detail in Section

2.2.2.

2.2.1 The probability map update step

Let s(ℓ), s(ℓ+1) be the output of subsequent DART iteration. We update the probability map based on two key observations: If

the segmentation class of a free pixel did not change after being updated, it is assumed to be stabilizing, and hence the update

probability is decreased. If a free pixel did change its class, then its update probability is increased.

The update step can be represented mathematically as follows. Let

C
(ℓ+1)
i =

{

0, if s
(ℓ+1)
i = s

(ℓ)
i

1, otherwise
B
(ℓ+1)
i =

{

1, if s
(ℓ+1)
i is boundary

0, otherwise
(3)

Then

P
(ℓ+1)
i = min

(

1

2
P
(ℓ)
i +C

(ℓ+1)
i +B

(ℓ+1)
i ,1

)

(4)

To summarize, a non-boundary pixel that remains in the same class will have its update probability halved. If a pixel changed or

lies on the boundary, then it will be freed with probability 1.

Performing this update step at the end of a DART iteration tackles the issues mentioned. We lower the updating frequency of

the stable background pixels as they will have their probabilities lowered iteratively until the probability of them being freed is

close to zero. We now also have a way of describing uncertainty of the pixels over time. To remove the need for calibration, we

describe an initialization procedure for the probability map P in the next section.

2.2.2 The initialization step

The first time the probability map is used in the DART iteration is after an initial number of ARM steps. A good initial map

should use the output of the ARM to describe uncertain regions in the image from the very start. We will generalize an estimation

formula for uncertainty in binary tomography described by Varga et al [12]. Given the gray values ρ1, ..,ρk, the entropy of a pixel

xi is defined to be

H (xi) =−
k

∑
j=1

p ji(xi) logk(p ji(xi)), p ji =
1

|xi −ρ j|

(

k

∑
ℓ=1

1

|xi −ρℓ|

)−1

. (5)

This concludes the necessary steps with respect to the probability map which makes the parameter p of the original DART

algorithm obsolete. Together with its initialization step, we will refer to the proposed method as Adaptive Updates (AU).

3 Experiments

To validate our method, we chose two simulation experiments based on three different phantoms (Figure 2 ). In the first we visu-

alize the difference between the DART update probability map and the proposed AU probability map. In the second experiment,
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(a) Three-valued bone phantom (b) Binary engine phantom (c) Three-valued Derenzo phantom

Figure 2: The phantoms used for verification of the performance of AU.

we compare our method to the original DART algorithm in terms of reconstruction quality and computational complexity, as a

function of the number of projections. All simulations were performed with the use of the ASTRA toolbox [7].

DART depends on a number of parameters , which are the initial ARM iterations t0, intermediate ARM iterations t, update

probability p, smoothing b, and maximum number of DART iterations N.

The goal of the first experiment is to show that our method is able to extract more features from the initial reconstruction done by

SIRT, compared to the original DART algorithm. The experiment was based on a 512×512 phantom containing three different

gray values (Fig.2a) and we assumed that these are known to be [0,0.5,1]. We assumed a parallel beam geometry. We perform

an set amount (t0 = 200) of initial SIRT iterations and perform a single segmentation step for DART. From this step the initial

probability map for our method is calculated, and a probability map representation for DART as in 2 is constructed. For this

exeperiment we do not perform any other steps of DART.

We compared for both 15 and 180 equiangular projections the initial probability map of DART with its counterpart in the proposed

method, which we will call Adaptive Updates, or AU for shorthand. The initial map for DART is defined as in (2). To this end,

we set t0 = 200, p = 0.15, and leave the other parameters unset.

The second simulation experiment was designed to validate the AU-method, and show the implications of the update probability

map on the computation time. We reconstructed two phantoms (Fig.2b and 2c) from simulated projections with the use of the

ASTRA toolbox [7]. We tested the AU algorithm against three versions of DART, each with a different update probability. For

this experiment, we evaluated the reconstruction quality for a varying number of projections. The projections were simulated

from a golden ratio sampling scheme [13] with the amount of angles ranging from 10 to 15. For each number of angles, the

experiment was repeated ten times, adding a deviation to the initial angle. The deviation for the k-th repeat was chosen as

kπ/10. The reconstruction quality was measured in terms of the relative Number of Misclassified Pixels (rNMP), which is

the amount of the misclassified pixels divided by the amount all non-zero pixels expressed in [%]. We also monitored the

average number of unknowns in the subsystem of (1) and measure the computation time of the SIRT iterations. We chose

t0 = 100, t = 10,b = 0.1,N = 200. Three different choices of p were used for DART, namely p = 0.01, p = 0.15 and then a

material dependent choice with [0.05,0.25] for the engine phantom and [0.05,0.15,0.25] for the derenzo phantom.

4 Results and Discussion

(a) DART, 15 projections (b) AU-DART, 15 projections (c) DART, 180 projections (d) AU-DART, 180 projections

Figure 3: The probability maps of DART and AU-DART. Lighter regions have a higher uncertainty.

Figure 3 shows the initial maps for both methods. One can see that for 15 projections, the presence of the small parts in the

middle of the phantom can not be detected in the probability map of DART. In contrary to that, the entropy map in AU-DART

(Figures 3a and 3b) has higher uncertainty values where the small parts in the middle are located. This is useful as uncertain

interior regions will start at a high update probability, allowing them to be updated sooner. Note as well that for AU-DART the

map also shows how the probabilities of the interior pixels fluctuate. For 180 projections, the maps have become similar in shape
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(Figure 3c and 3d). The DART algorithm is now also able to spot the small interior parts. The AU-DART probability map has

become smoother in the interior regions of the phantom. Due to extra projection data being available, the probabilities will be

lower, implying a smaller linear system.

Figure 4 shows that AU-DART provides the same reconstruction quality compared to all three instances of DART for higher

number of angles, while for the lower numbers of angles AU-DART outperforms the DART algorithm in terms of the rNMP. We

observe that AU-DART achieves this with a low average number of unknowns and hence a lower size of the linear system that

is solved by the ARM inside the DART iterations. From the three selection probabilities tested, only p = 0.01 matches the low

system size (Figures 4b and 4d), but yields significantly worse reconstruction quality for the low projection count (Figures 4a

and 4c).

(a) Engine phantom (b) Engine phantom

(c) Derenzo phantom (d) Derenzo phantom

Figure 4: The performance of three DART iterations, each with different update probability for both the engine and Derenzo

phantoms. In terms of the rNMP, AU-DART outperforms DART consistently (left figures), while at the same time maintaining a

low average number of unknowns (right figures) and hence a lower system size.

To show the effects of the system size on the computation time, we implemented both DART and AU-DART on CPU with the

help of the ASTRA toolbox [7]. Then, we measured the average computation time for a set of SIRT iterations for AU-DART and

DART with p = 0.15. The measured average computation time for AU went from half the time needed for DART (10 angles) up

to a fourth of the computation time. As expected, the AU-DART algorithm has faster SIRT iterations due to the lower average

system size. The original DART paper [1] used values for p up to 0.5 for simulations with noise. The difference in average

computation time could realistically approach an order of magnitude.

5 Conclusion

In this paper, we have introduced a self updating probability map which represents the uncertainty of a pixels reconstruction value

to the DART algorithm. By calculating the entropy of the initial reconstruction, we have described a parameterless initialization

procedure for the map. These two contributions essentially eliminate the need for the update probability p that had to be calibrated

in the original DART algorithm. The second goal was to remedy the overuse of background pixels of the original algorithm. The

simulation experiments revealed that aside from comparable or better reconstruction quality, the average system size is lower

implying a lower computational effort.

Acknowledgements

This research is funded by the FWO SBO project MetroFlex (S004217N).

5



10th Conference on Industrial Computed Tomography, Wels, Austria (iCT 2020), www.ict-conference.com/2020

References

[1] K. J. Batenburg, J. Sijbers, IEEE Transactions on Image Processing 20 (2011) 2542–2553.

[2] K. J. Batenburg, S. Bals, J. Sijbers, C. Kübel, P. Midgley, J. Hernandez, U. Kaiser, E. Encina, E. Coronado,

G. Van Tendeloo, Ultramicroscopy 109 (2009) 730–740.

[3] K. J. Batenburg, J. Sijbers, H. F. Poulsen, E. Knudsen, Journal of Applied Crystallography 43 (2010) 1464–1473.

[4] L. F. A. Pereira, E. Janssens, G. D. Cavalcanti, R. Tsang, M. Van Dael, P. Verboven, B. Nicolai, J. Sijbers, Computers and

electronics in agriculture 138 (2017) 117–126.

[5] A. Dabravolski, K. J. Batenburg, J. Sijbers, PloS one 9 (2014) e106090.

[6] X. Zhuge, W. J. Palenstijn, K. J. Batenburg, IEEE Transactions on Image Processing 25 (2015) 455–468.

[7] W. van Aarle, W. J. Palenstijn, J. De Beenhouwer, T. Altantzis, S. Bals, K. J. Batenburg, J. Sijbers, Ultramicroscopy 157

(2015) 35–47.

[8] F. J. Maestre-Deusto, G. Scavello, J. Pizarro, P. L. Galindo, IEEE Transactions on image processing 20 (2011) 2146–2152.

[9] W. Van Aarle, K. J. Batenburg, J. Sijbers, IEEE Transactions on Image Processing 21 (2012) 4608–4621.

[10] A. C. Kak, M. Slaney, G. Wang, Medical Physics 29 (2002) 107–107.

[11] C. C. Paige, M. A. Saunders, ACM Transactions on Mathematical Software (TOMS) 8 (1982) 43–71.

[12] L. G. Varga, L. G. Nyúl, A. Nagy, P. Balázs, Computer Vision and Image Understanding 129 (2014) 52–62.

[13] T. Kohler, in: IEEE Symposium Conference Record Nuclear Science 2004., volume 6, IEEE, pp. 3961–3965.

6


