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Abstract. Thoroughly testing every single part produced by a production chain is             
tedious and expensive work. To avoid excessive inspection costs, parts          
manufacturers often rely on random sampling for quality control. Random sampling           
may be sufficient in some cases, but demands for 100% parts inspection is on the               
rise in the industry, especially for safety-critical parts. To fulfill this requirement,            
we propose a deep learning method based on an end to end full Convolution              
Network (FCN) that performs semantic segmentation of a defect in an X-ray image.             
Semantic segmentation is a technique used in computer vision to detect objects in an              
image by using a binary mask that separates the foreground (defect) and the             
background (no defect). This work illustrates the capability of defect recognition for            
an FCN model that can be used in production. The proposed method is discussed in               
the paper and supported with preliminary results.  

Introduction  

X-rays were discovered by Wilhelm Conrad Röntgen in 1895[1,2,3] and during the second             
industrial revolution, many industries used radiographic images (film) to inspect newly           
manufactured parts. The third industrial revolution saw the birth of the digitalization of             
X-ray images. This generally speeds up inspection time, which makes the inspection less             
expensive, and paves the way for process automation. Despite considerable efforts made            
by the non-destructive testing community, the demand for parts inspection from the            
manufacturing industries continues to increase. Parts manufacturers use statistical         
techniques that allow the analysis of a large number of parts by inferring an acceptable               
quality level value [4, 5]. The acceptance quality level value is calculated by analyzing              
representative samples from several batches. Although effective, this method does not           
allow the inspection of 100% of the newly manufactured parts. The method proposed in              
this article uses a deep learning approach to allow for the analysis and inspection of 100%                
of the parts manufactured in a factory. To do this, we implemented a fully convolutional               
deep learning network model. The following sections of the paper will describe in detail              
what a convolutional network (1&2) is, the composition of the database (3), the             
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composition and analytical metrics of the network model and the results obtained followed             
by a brief conclusion. 

1. Convolutional network  

Convolutional networks can be expressed as a mixture of the principles of discrete             
convolution in mathematics and simplistic modeling of the human neuron, called the            
artificial neuron. The basic operation of this type of network is the generation of a filter                
bank, also called feature map, in order to extract elementary visual patterns in the first               
layers. The combination of the latter then allows the extraction of higher-level attributes.             
Figure 1 shows that the first layers detect basic visual characteristics such as corners,              
endpoints, oriented edges or similar characteristics depending on the type of input signal             
[6]. Thus, an object detection system using an image as an input signal can be automated                
by applying techniques such as propagation and back-propagation of filter vector weights            
and errors across the network. This then allows the system to adjust the values of the                
feature maps to minimize detection and prediction errors. Each complete convolutional           
layer is composed of several feature maps with different weight vectors, allowing several             
features to be extracted at each location. In figure 2, we can see an example of a diagram                  
representing the architecture of a typical neural network model. The first part represents a              
diagram of fully connected neurons and the second part represents a diagram of the              
different components of each artificial neuron. As mentioned earlier, convolutional          
networks inherit the properties of artificial neural networks, including the ability to have an              
activation function, which is explained in the following section.  
 

 
Figure 1:  Example of convolution networks feature maps visualization [7] 

 
Figure 2:  Neural network model diagram 

2 



 

2. Activation functions  

In biology, a neuron is considered activated if it lets a signal received by the dendrites pass                 
when the electrical voltage of this signal is high enough [8]. With artificial neurons, the               
activation is done through an activation function. This function takes the weighted            
parameter vectors as input and gives an output value. The output value activates the              
corresponding neuron if it is greater than or equal to a threshold. As we can see in figure 2                   
the activation of a neuron in one layer influences the output values of the neurons in the                 
next layer. As a result, a neuron is considered activated if and only if the output value of                  
the activation function is non-zero. In general, we want the distribution of the output values               
of a neuron to be normalized and centered around zero with a variance of one because this                 
facilitates learning[9]. In the next subsections, we will explain the different activation            
functions that we have used for learning and prediction. In addition, we will detail the               
reasons why we did not use the ReLU activation function. 

2.1 Rectified Linear Unit 

The rectified linear unit (ReLU)[10] activates a neuron only in the presence of non-zero              
positive values. This activation function allows for a fast training of a network. As we               
can see in equation 1, where x is the sum of the input values, the propagated output value is                   
simply the sum of the input values. 

  
However, when minimizing the prediction error, it may happen that almost all the patterns              
searched for by the network have values less than zero and these values will be reduced to                 
zero. As a result, the network will begin to disable some neurons and prevent the               
propagation of the feature map learned by these neurons during training. This reaction of              
the network can interfere with learning. This phenomenon is called “dying ReLU” [11],             
and in order to minimize its effect on the network, there are several alternative activation               
functions including ELU and SELU which we will describe below. 
 

2.2 Exponential Linear Unit 

The linear exponential unit (ELU)[12] solves the problem of “dying RELU”, as the             
function outputs non-zero values for all values in the domain when the latter is negative. 

 
Where the parameter α controls the mean of the output distribution. ELU does not              
introduce a bias to the following layers, because the function reduces the mean of the               
activation to zero and reduces the variation of the propagated information. This property of              
the function minimizes the possibility of having a bias shift, as the bias shift is caused by                 
neurons with non-zeros activation mean that do not cancel out each other in the following               
layers when summing. 
 

3 

https://www.codecogs.com/eqnedit.php?latex=ELU(x)%20%3D%20%5Cbegin%7Bcases%7D%20%5Calpha(e%5E%7Bx%7D%20-%201)%20%26%20%5Ctext%7Bif%20%7D%20x%5Cleq%200%5C%5C%20x%20%26%20%5Ctext%7Bif%20%7D%20x%20%3E%200%5Cend%7Bcases%7D%5Clabel%7Beq%3Aelu%7D%0


2.3 Scaled Exponential Linear Unit 

The scaled exponential linear unit [9] is an activation function similar to ELU, but that               
allows the creation of a neural network that maintains the Gaussian distribution, centered             
on zero with a variance of one, of the output values of each neuron whose input values are                  
normalized. We can see that the difference between equations 2 and 3 is the addition of the                 
control parameter λ. 

 
Where λ and α are the parameters that control the variance and average of the output                
distribution. Using the SELU activation function in our network allows us to have a              
self-normalized neural network. In order for our self-standardized system to have a            
zero-centered mean and a variance of one, we used the values of 1.67326 forαand 1.0507               
forλ[9]. This ensured that we had a normalized distribution of our input data by performing               
a batch normalization operation before performing a SELU activation. 
 

3. Database 

The database used for this article is a public database called GDXray [13]. As shown in                
figure 3a, the database contains weld images captured by a radiographic system. The             
original images are about 4000x1500 pixels in width and height respectively. In order to              
make the training on our 8GB Nvidia GeForce GTX 1070 graphics card more efficient, we               
decided to select areas of interest, as shown in figure 3b. This increases the amount of data                 
available for training. Then, we further increase the amount of data by performing simple              
transformations on the images. Among the transformations available were rotation,          
translation, intensity negation and the addition of artificial noise. When selecting the            
regions of interest, we were able to extract 360 images with a dimension of 256x256 pixels.                
By generating the segmented images associated with each original image (figure 3c), we             
produce a database of 720 images that we can use as a basis for our different                
transformations. It is important to note that a noisy or inverted image is associated with the                
same segmented image. Thus, after transformation, our database has grown from 720            
images to 23742. 
 

 
(a) 

 

                               
            (b) 
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            (c) 

Figure 3:  Example of how we created our database 

4. Network Description 

 
Figure 4:  Our FCN architecture diagram 

5. Model efficiency metric 

The evaluation of our system was performed with the metric called F1 score. This metric               
provides a good estimate of the effectiveness of a prediction model because it takes into               
account both precision and recall factors. Precision is a measure of whether our model is               
able to distinguish between the two types of pixels we are looking for (defect, no               
defect).Recall is a measure of whether our model is able to classify a defect pixel without                
making mistakes. Therefore, the F1 score gives us a good measure of the effectiveness of               
the proposed model. During our experiments, we were able to achieve an F1 score of 70%                
by comparing our predictions pixel by pixel on images of size 256x256, as shown in figure                
6. 
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6. Results 

In this section, we will present results obtained by applying our deep neural network model               
to images of porosities present in welds and on specimens unknown to the network. We               
recall that our network has been trained on welding images and we wanted to qualitatively               
evaluate the behavior of the system on images whose acquisition context is different from              
what the system has had the opportunity to observe. In this section, we will describe the                
results (1)of visualizing filter banks in different layers, (2) predictions on porosity images             
on welds, (3)predictions on porosity images on non-welded parts. The verification of the             
efficiency of our model was performed with 256x256 test images and to perform the              
prediction on large images, we used a method called a sliding window. 

6.1 Visualization of feature maps 

In figure 5 we present an overview of the feature map that activates the network on                
different layers. On the first row, we have placed 5 input images from 5 different welds.                
Each following row contains a visual representation of the areas (in red and yellow) that the                
network considers relevant for classification purposes. We can see that in the first two              
layers, the network focuses on the areas of the image where the contrasts are generally               
distinct, this represents the basic properties of our problem. In layers 3 and 4 the model                
seems to want to detect shapes and the last two layers seem to refine the detection of                 
objects of interest, in our case, porosity defects. We would like to specify that this               
interpretation does not reflect in any way the method used by this type of network to learn.                 
Figure 5 illustrates some examples of the solution found by the model in order to achieve                
our goal, which is the semantic segmentation of porosity defects found in images of welded               
parts. 
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Figure 5:  Visualization of some feature map in our network 

6.2 Prediction on weld images 

Figure 6 shows the results obtained when applying our prediction model to our test data.               
The first row represents the input images, the second row represents the predictions of our               
model and the last row represents the ground truth images. Our prediction images are              
heatmaps of the probability that a pixel represents a defect. In red, we have a high                
probability that the target pixel represents a defect while blue corresponds to a low              
probability. 
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Figure 6:  Comparison between predicted defects and ground truth on cropped weld images 

6.3 Prediction on non-weld images 

 

     
Figure 7:  Prediction on non-weld images after sliding window. 
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7. Conclusion 

In summary, we have demonstrated that a neural network model based on deep learning              
iscapable of assisting in the task of detecting defects in manufactured parts. Our network              
isin its primary stage but still yields promising results given the 70% value of the               
F1 scoreobtained. Furthermore, the proposed model appears to be one of the first             
that has beencompletely trained with radiographic images of porosities in welding. In our             
future work, wewant to build a more diverse data set so that we can train our model on                  
porosity detectionin any context. In addition, we would like to improve the F1 score              
obtained by considering afull convolutional network of the auto-encoder type. 
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