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Abstract 

 

Collaborative open software development is currently transforming the software 

industry. Open source tools supported by industry technology leaders, such as Google, 

Facebook and Yahoo, have led the way to these systems outperforming traditional 

closed licenced software solutions. Open standards are evolving from the open 

collaboration such that even the big players including Microsoft and IBM are starting to 

embrace this open source approach.  

Other industries are already using these new digital technologies effectively to enhance 

their operations. The Civil Engineering industry lags behind other sectors on the 

adoption of this new technology.  

This paper describes how the use of an open source technology stack has enabled the 

rapid development of a cutting edge asset management decision support framework, 

which has been implemented as the data management system supporting some of the 

latest civil structural health monitoring (SHM) systems.  

The paper explores how this framework paves the way for harnessing the rapidly 

developing open technology, in order to enable predictive maintenance and also allow 

SHM data to support performance based design and asset life extension.  

The content of the paper covers the critical aspect of how you can effectively bring 

together both data-driven asset management systems and SHM using the latest digital 

technology. 

 

 

1.  Introduction 
 

With the on-going roll-out of building information modelling (BIM) requirements and 

the establishment of various research centres such as the Centre for Digital Built Britain 

(1) and the UK Collaboratorium for Research in Infrastructure & Cities (2), there has 

been an increasing interest within the field of Civil Engineering on how digital 

technology can help with civil infrastructure and asset management. 

However, it is a real challenge for Civil Engineers to gain sufficient knowledge of both 

disciplines in order to effectively use the rapidly evolving digital technology.   

This paper builds on the prototype proof of concept work carried out in 2012 

Developing an IT-based SHM system for bridge management (3), and the subsequent 

development of a production system for the Structural Health Monitoring System for 

The Queensferry Crossing (4), in order to show how current technology can help with 

Civil Engineering and infrastructure asset management using big data analytics.   

The paper focuses on the data processing side of SHM systems and explains how some 

of the latest open source technology has enabled the transformation of data into 

actionable information. 
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2.  Transforming data into information 
 

2.1 Changing technology 

 

Typically most SHM systems to date have been just data logging acquisition systems, 

with little or no focus on the data processing and management of long-term data 

analysis. As these SHM systems have grown in size and complexity, the real challenge 

emerges, where the users become swamped in huge volumes of data with little or no 

actionable information or insight to be gained from it. Therefore these acquisition 

systems are not very useful as an SHM solution for long-term asset management. 

However, the current pace of technology change is phenomenal, with computing power 

increasing on average more now every hour than it did in the first ninety years of 

computers. Catalysed by rapidly improving hardware capability and the proliferation of 

internet users, there has been a significant change in the software landscape. Distributed 

version control tools such as Git (5) have enabled effective mass collaborative open 

development across the internet by providing an easy way to control and merge multiple 

versions of the same code base. This has enabled a large number of very sophisticated 

open software technologies to rapidly evolve into highly effective tools. 

Therefore a new solution is available for Civil Engineering SHM and asset data 

management which is based on a technology stack of open source software. A good 

analogy is a box of Lego, where each piece of Lego represents an open source software 

project that performs a specialised role. When the different pieces are put together into a 

model, then the result is a powerful and sophisticated software stack.  

 

2.2 System overview 

 

The new Smart Asset Management System (SAMS) software is a modular open 

framework architecture software technology stack system designed for integrated SHM 

asset management. This system forms the core of the next generation of the James 

Fisher Testing Services BridgeWatch software.  

The principal end user requirements of a SHM system from an asset manager’s 

perspective were defined and these are listed in the Structural Health Monitoring 

System for The Queensferry Crossing (4). These requirements were then used as a 

framework to assess the latest open source technologies in order to design a cutting edge 

open technology stack solution. This approach has the significant benefit of utilising 

vast resources of specialist technical open source development which cannot be 

replicated by any proprietary in house system. 

The diagram in Figure 1 below shows the asset management decision cycle with the red 

box highlighting the role of the new SAMS software, which is turning data into decision 

support information. 

The main focus of the design was not providing a specific SHM system, but providing 

an open scalable and flexible framework solution for rapid development of customised 

systems specific to the requirements of any particular SHM.  

The key aspect of delivering the transformation from data into decision support 

information lies in the integration of scientific computing and the data warehouse 

cluster computing technology. This enables the complex processing of vast amounts of 

data over long periods of time in order for the system to identify deterioration trends 

that cannot be seen in short term snap-shots of data.  
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Figure 1. Asset management decision cycle. Red box highlights the challenge of transforming data 

into actionable information. 

 

 

 

2.3 System architecture 

 

The system architecture diagram in Figure 2 below shows a high level view of how the 

open source technologies fit together in a modular system. 

 
 

 

 
Figure 2. BridgeWatch structural health monitoring system overview. 
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2.3.1 Real-time data processing server 

The real-time data processing server is responsible for the real-time processing of a very 

large incoming flow of data from multiple acquisition sub-systems. The following 

Figure 3 shows the open source software projects that were used in the technology stack 

for this module. 

 

 
 

Figure 3. Open source components used in the real-time server. 

 

Python (6) is an open interpreted high-level programming language for general-purpose 

programming. Python strengths are that it is both powerful and fast. It works well with 

other languages, runs on all major computing platforms and is easy to learn. 

Tornado (7) is an open scalable, non-blocking web server and web application 

framework written in Python. The scalable non-blocking features of Tornado were used 

for a multi-process server which can handle the large volumes of incoming acquisition 

data. 

Redis (8) is an open in-memory database project implementing a distributed, in-memory 

key-value store with optional durability. Redis was used for the data pool cache to 

enable complex real-time processing and threshold checks. This means that the current 

and recent data is instantly available without requiring queries to the operational 

PostgreSQL database or data warehouse cluster. The result is that processed information 

is available to the user in real-time. 

SciPy (9) is an open Python library used for scientific computing. SciPy builds on 

NumPy matrix capability and contains modules for optimization, linear algebra, 

integration, interpolation, special functions, FFT, signal and image processing, ODE 

solvers and other tasks common in science and engineering. The SciPy and NumPy 

libraries form the core part of all data processing in order to derive user required 

information from the data, both in real-time and during post-processing.  

WebSockets (10) are an open technology that makes it possible to establish an 

interactive communication session between the user's web browser and a server. With 

this application programming interface (API), it is possible to send messages from a 

server and receive event-driven responses in the browser without having to poll the 

server for a reply. The WebSockets API was used to enable a truly real-time dashboard 

capability in the web graphical user interface (GUI). 

 

2.3.2 Web application server  

The web application server is responsible for providing the web GUI to the SHM 

system. The following Figure 4 shows the open source software projects that were used 

in the technology stack for this module. 
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Figure 4. Open source components used in the web application server. 

 

 

Apache (11), the Apache Hypertext Transfer Protocol (HTTP) Server, commonly called 

Apache, is a widely used open cross-platform web server. Many websites you visit will 

be served by Apache.  Apache was used to serve the web pages for the GUI. 

Django (12) is an open web framework, written in Python, which follows the model-

view-template architectural pattern. Django was used to standardise the development of 

the GUI in a secure open manner. This allows for rapid development of new interface 

screens. 

PostgreSQL (13) is an open object-relational database system. It has a strong reputation 

for reliability, data integrity, and correctness. It runs on all major operating systems, 

including Linux, UNIX and Windows. It is fully ACID compliant, has full support for 

foreign keys, joins, views, triggers. PostgreSQL has built in support in Django and was 

used for the operational data store to provide the relational database support for online 

analytical processing within the web GUI. 

WebGL (14) is a JavaScript API for rendering interactive 3D graphics within any 

modern standard web browser without the use of plug-ins. WebGL was used to allow 

the browser to utilise the computers’ graphics processor directly in order to render 

interactive 3D CAD models. This enhances the data visualisation of the GUI. 

Bootstrap (15) is an open front-end library for designing the theme styling of websites 

and web applications. Bootstrap was used to ensure cross platform browser 

compatibility between hardware devices and allows for standardised open development 

of GUI styling. 

D3.js (16) is an open JavaScript library for producing dynamic, interactive data 

visualisations in web pages. It makes use of the widely implemented SVG, HTML5, 

and CSS standards. D3 was used to create dynamic data visualisations of the real-time 

information available to the GUI from the real-time data server. This library is very 

flexible allowing for rapid development of new custom visualisations to suit specific 

workflows. 

JQuery (17) is an open cross-platform JavaScript library designed to simplify browser 

scripting. JQuery was used to handle events in the browser in order to make the GUI 

user experience more interactive. 

Three.js (18) is an open cross-browser JavaScript library and API for displaying 

animated 3D computer graphics in a web browser. Three.js uses WebGL and adds a 

layer of tools to import, render and manipulate the 3D CAD models. 
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2.3.3 Post-processing server  

The post-processing server is responsible for providing data analysis tools and summary 

aggregate data sets for optimised graphing in the GUI. The post-processing server uses a 

Python script library mechanism to enable any number of post-process scripts to be 

easily developed and dropped into the system. These scripts allow for complex 

scientific computing routines to be performed on sets of data either on demand or on a 

schedule or on a trigger from another real-time process.  

The post-process scripts can generate automatic reports, which are self-contained 

interactive HTML documents which contain the decision support information derived 

from the SHM data. The reports can be customised to any asset management workflow 

and can contain any number of derived outputs. The scripts also provide the mechanism 

for feeding information back into the structural health ratings used by the operator in 

order to optimise the maintenance of the structure. 

 

2.3.4 Data warehouse cluster  

A typical SHM system will produce very large volumes of data due to the nature of it 

running 24/7 and sampling at rates appropriate for modal and fatigue analysis. This data 

rapidly grows to be a real problem for asset data management. 

A traditional cold storage archive of data to disk removes access to the data for analysis 

purposes and constrains any analytical insight to the small period of data available in the 

operational database. This period is limited by the capacity of the server running the 

system and dependant on sampling rates. In practice this means that on a typical SHM 

system you can only expect to analyse weeks to months of data and not years of data.  

This is not much use when the aim is to manage the deterioration of an asset over a 125 

year design life.  

The data warehouse cluster provides a solution to these huge volumes of data which 

build over time from an SHM system. There is an entire ecosystem of open source 

software projects in this specialist field of computing known as Hadoop, which have 

been integrated into the technology stack in order to enable the on-going access to the 

data for long-term big data analytics.  

 

 

2.4 Hadoop ecosystem 

 

The Hadoop ecosystem is a framework which allows for distributed computing. 

Commodity hardware servers are able to work together as nodes in a cluster, allowing 

parallel processing and storage across the nodes using simple programming models. The 

system is designed to scale up from a single server to thousands of machines. Starting 

with a small cluster the system can be scaled by adding more nodes over time as the 

data builds. This distributed cluster not only provides data replication and resilience i.e. 

if a node fails there is no loss of data, but most importantly it provides continued access 

to the full data set for analysis. 

 

From the perspective of the end-user, data provided by the Hadoop data warehouse is 

seamlessly integrated with the live and recent operational data. There is never a 

requirement for the user to manually import or export large data sets. 
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Figure 5. Open source components used in the data warehouse. 

 

 

2.4.1 Hadoop components 

The above Figure 5 shows the main open source software components that were used in 

the technology stack for the data warehouse. 

Hadoop distributed file system (HDFS) (19), is a distributed file system designed to run 

on commodity hardware. HDFS is highly fault-tolerant and is designed to be deployed 

on low-cost hardware. HDFS provides high throughput access to application data and is 

suitable for applications that have large data sets. HDFS exposes an interface similar to 

a typical Linux file system. 

Yarn (20) is the Hadoop resource manager and job scheduling/monitoring layer for the 

cluster. 

Hive (21) is the Hadoop component which exposes a SQL interface to the data stored in 

HDFS and allows a Hadoop cluster to perform usefully as a data-warehouse. 

Pig (22) is a platform for analysing large data sets that consists of a high-level language 

for expressing data analysis programs, coupled with infrastructure for evaluating these 

programs. Hive and Pig are tools for abstracting the user from ‘map reduce’ which is the 

complex detail of working with a distributed data set. 

Ambari (23) is a management tool for provisioning, managing and monitoring Hadoop 

clusters.  

Sqoop (24) is the component of Hadoop which imports and exports bulk data between 

Relational Databases and HDFS. Sqoop is being used to extract the data from the 

PostgreSQL operational database. 

Oozie (25) is a workflow scheduler system to manage Apache Hadoop jobs. Oozie 

workflow jobs are directed acyclical graphs of actions. Oozie co-ordinator jobs are 

recurrent Oozie workflow jobs triggered by time (frequency) and data availability. 

Spark (26) is a unified analytics engine for big data processing, with built-in modules 

for streaming, SQL, machine learning and graph processing. Spark is what enables the 

more complex data mining and analytics on the cluster data set. 

 

2.4.2 Data warehouse integration - transferring data to Hadoop 

The archive of data from the operational PostgreSQL database to the Hadoop HDFS 

was the first part of the data warehouse integration. The transfer must be resilient and 

automatic and store the data onto the cluster in a structured manner to optimise the 

future analytics.  

This was achieved using an Oozie co-ordinator workflow to extract the data from 

PostgreSQL using Sqoop on a schedule. This eliminates the requirement for the end-

user to manually transfer or archive historic data using external disks, DVD or tape. 
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2.4.3 Data warehouse integration – data analysis 

The ability to carry out long-term data analysis was the second part of the data 

warehouse integration. The post-processing automatic reports mechanism of the post-

processing server was extended to provide a low level API framework that would allow 

the requesting of analysis reports from the data warehouse cluster. This allows for the 

computational analysis to be pushed to the cluster for processing in Hadoop and Spark 

and the results to be passed back to the post-processing server for inclusion in the 

automatic reports output. The following Figure 6 shows the links between the web 

application and Hadoop for this operational process. For the end-user, the same 

workflow can be used whether they are analysing data from the PostgreSQL operational 

database or long-term data from the data warehouse. 
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Figure 6. Data flow process for the web application integration with Hadoop. 

 

 

2.5 Testing and development 

 

The Hadoop cluster computing technology is a steep learning curve and therefore 

requires some hands on testing and learning before any significant progress is made. 

Testing and development however requires a cluster of multiple computers either 

physical or virtual, a minimum of four is recommended. Virtual machines hosted on a 

single physical machine means they are sharing resources and therefore a very powerful 

computer is required to make that practical. Virtual machines can be rented from the 

many hosting providers and this provides much better performance for the cluster as the 

resources for each virtual machine can be specified. Another alternative is to create a 

local cluster of single board computers simulating a miniature data centre. The data 
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warehouse system integration was tested using both cloud based virtual servers and a 

four node single board computer cluster as shown in Figure 7 below.  

There is an advantage of testing on a physical cluster of multiple machines as it ensures 

that diverse networking architectures and failure scenarios that may occur on a real 

cluster can be more easily replicated, compared to what is possible with a virtual 

machine cluster on a single host data centre. 

 

 

 
 

Figure 7. Four node data warehouse cluster using single board computers. 

 

The four node cluster was built using Up boards UP-CHT01-A10-0432 running Ubuntu 

server 16.04 with the Hadoop configured and deployed using Ambari 2.6. The 

following Figure 8 is a screen shot of the Ambari dashboard showing the cluster 

performance monitoring. 

 

 
Figure 8. Ambari dashboard showing cluster performance monitoring. Everything is online and the 

cluster has been up for 5 days. 
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Ambari provides the data warehouse system administrator an overview of the cluster. 

Using these tools, the administrator can make decisions such as whether additional 

nodes should be commissioned to increase storage capacity or compute performance, in 

addition to highlighting any issues that require attention, such as loss of a node due to 

network outage or hardware failure. 

 

 

2.6 Hosting and deployment 

 

The production deployment of a data warehouse requires a cluster of computers which 

is a significant investment. Access to the data is not cheap and there are two important 

aspects, firstly the question of where to host the nodes of the cluster and secondly 

security. 

 

2.6.1 Cluster hosting 

There are two main options to host the nodes of the production cluster, physical 

hardware in a data centre and virtual machines provisioned by a hosting services 

provider.  

The options are both a compromise. The physical hardware option comes with high 

initial costs and requires skilled people to commission and maintain the cluster. 

However in return, control is maintained over your data and the long-term costs are 

likely to be less.  

The cloud hosted virtual machine solution from service providers such as Microsoft 

Azure and Amazon Web Services comes with low initial cost, ease of commissioning 

and flexible scaling of resources, such as scheduling resource-intensive processing jobs 

for off-peak hours, for which some cloud providers charge a lower rate. This sounds 

very attractive, however control of your data is lost, along with control over where the 

data is stored and the long-term costs are likely to be higher as the fees will keep rising 

forever as the data set grows. 

The major Hadoop vendors recommend physical hardware for deploying production big 

data systems. However, it is possible to deploy Hadoop on virtual hardware and still 

achieve an acceptable solution if control over the data is not a priority. 

 

2.6.2 Cluster security 

Once the hosting strategy decision has been made, the final important task is securing 

the cluster. A Hadoop cluster consists of many nodes, with many network services 

running on each node talking to each other. In addition, the services running typically 

do not share a single authentication method. This means that the level of security 

between them is not consistent and creating a user for one service does not necessarily 

create that user for other services. In addition the level of security of services which are 

meant to be externally facing, such as Hive JDBC, and REST APIs for HDFS, Oozie 

and HCatalog, is variable, and can be dependent on setting up Kerberos security across 

the cluster which is complex to configure and maintain. 

There is an optional Hadoop component named “Apache Knox” which attempts to 

remedy this. Knox acts as a reverse proxy, working as a middle-man between clients 

and the Hadoop services. A client wishing to create a connection to the API provided by 

any of these services must first make the connection to Knox with appropriate 
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credentials, and if authentication with Knox is successful, the request is passed on to the 

appropriate service to be actioned.  

Therefore a secure Hadoop environment can be constructed based on the following 

principles. At the network level, nodes are configured to only allow incoming 

connections to their network services from other nodes in their cluster, with connections 

from any other machines being rejected. The exception to this rule is for encrypted SSH 

connections, which will be allowed into all nodes of the cluster, provided that the user 

possesses valid credentials. Once connected, the user may execute any action to which 

their SSH persona has access (e.g. Hadoop command line tools). Connections to the 

Apache Knox gateway allow any system or user with valid credentials to access those 

services which Knox supports. 

There are four types of connections which together dictate the security rules which the 

firewalls of the nodes in the Hadoop cluster should implement.  

1 - Internal Hadoop connections. The Hadoop cluster is expected to be split across 

multiple racks and possibly multiple data centres in different geographical locations. 

However the network of the cluster is organised, the firewalls must be configured such 

that all nodes have full access to all other nodes irrespective of their physical location. 

Incoming connections from all other network addresses should be blocked. In this way, 

the cluster forms a sort of isolated network where the nodes can communicate freely 

with each other but the outside world is blocked. 

2 - External connections initiated within Hadoop. When Sqoop is used to import data 

into Hadoop from the PostgreSQL Database, the nodes of the cluster will initiate 

connections to PostgreSQL to pull data. Since Hadoop is distributed, the connection 

could come from any or all of the nodes, so the PostgreSQL server must be configured 

to permit connections from all cluster nodes. This is the only external connection the 

Hadoop cluster is expected to initiate itself. It may be desirable to configure the firewall 

for the Hadoop nodes such that external connections are only permitted to expected 

target systems. 

3 - API Connections from other systems. Exactly which systems will make API requests 

to Hadoop depends on the exact implementation. It is expected that the JFTS SAMS 

post-processing application server and the Web GUI server will be making requests to 

Oozie, HCatalog, Hive and/or HDFS for data analysis and reporting. All of these can be 

proxied through Apache Knox. Therefore it is necessary only to allow connectivity to 

the Apache Knox endpoint on the master node where Knox runs. The individual APIs 

for each Hadoop service should not be externally accessible, only accessible to Knox. 

4 - SSH Connections from user workstations. Users must be able to connect to the 

cluster to submit ad hoc jobs and for administration. For submitting jobs, only access to 

the master node is required, but for administration it could be necessary to connect to 

any individual node. Therefore at the network level each node must have its SSH 

service accessible to all workstations from which these tasks could be conducted. It is 

recommended that SSH is the only service by which users can directly access the nodes, 

and that when they need to use other services (such as submitting Map Reduce jobs to 

the job tracker) these are tunnelled through the SSH connection, served by OpenSSH. 

This reduces the size of the attack surface for a potential intruder, and OpenSSH is 

designed with security as its primary objective, and therefore is more suitable for 

controlling connections from outside of the cluster than the individual Hadoop 

components. 
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This network security design means that there are only two end points which accept 

incoming connections to the cluster, Apache Knox on the relevant master node and SSH 

on all other nodes. 

 

 

3.  Conclusions 
 

This work integrating a completely open data warehouse solution to provide the 

framework for long-term analytics of SHM data has proved very successful. We are 

now able to use this open data processing platform to start implementing the complex 

data processing, machine learning and artificial intelligence algorithms that will help 

provide increasingly useful actionable insight from the SHM data. 
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