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Abstract

An outlier ensemble framework is applied to structural health motoring (SHM) data for

inclusive outlier analysis. Each novelty detector in the ensemble is trained using a random

subsample from the available data, then models are combined to provide a robust measure

of novelty. This simple method appears to require no application-specific parameters, and

it is shown to offer increased sensitivity to outliers when compared to existing techniques

(FAST-MCD). Additionally a significant reduction in the computational cost is demonstrated;

this is considered a key advantage for practical applications of damage detection, particularly

SHM systems that are designed to run online and adaptively.

1. Introduction

Novelty detection algorithms that utilise outlier analysis have been used extensively for

damage detection in practical applications of structural health monitoring (SHM) (1, 2, 3).

The problem is to identify, from the measured data, if a machine or structure has deviated

from the normal condition; that is, if the data are novel (1). Parametric, statistical methods

were first introduced for SHM applications through case studies in Reference (1).

A critical issue for novelty detection is the presence of inclusive outliers. Inclusive outliers

are outlying groups, generally due to novelty rather than noise, hidden within the available

data (1, 2). These data can significantly influence model parameters, leading to masking

or swamping effects. Masking is caused by inclusive outliers that lead to increased model

variance — these data can mask their own presence (2, 4), and thus the detection of future

anomalies (false negatives). Alternatively, outliers can shift the model location (mean),

leading to swamping, causing normal data to appear as outlying (false positives) (4). Tools

that utilise robust statistics (2, 5, 6, 7, 8) look to account for, and expose, inclusive outliers.

These methods were introduced to the field of SHM in Reference (2), and the MCD algorithm

summarised in Section 2.4.

This work offers an alternative approach to robust statistical outlier analysis for the inclusive

problem. Using novel outlier ensemble techniques, a group of novelty detectors are trained

using random subsets of observations. The outputs for each model in the ensemble are then

combined to provide a robust measure for novelty detection. Experiments with the Z24 bridge

data empirically demonstrate that ensemble frameworks can offer increased performance

compared to the current go-to alternative (FAST-MCD), while offering increased flexibility,

and a significantly reduced computational cost.
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2. Outlier analysis

In an engineering context, outliers are suitably defined for novelty detection as:

Data that deviate so much from other observations, as to arouse suspicions that they were

generated by some different mechanism (9).

Specifically, outlying data should indicate a significant change in the underlying physics

of the structure being monitored — rather than benign fluctuations in measurement noise.

Although this description is conceptually simple, detecting informative outliers from noisy

engineering data is a non-trivial task.

Generally, there are two basic scenarios that describe where outlier analysis is useful in

an engineering context; these are exclusive or inclusive problems (1, 2). During exclusive

analysis, it is assumed that only information relating to the normal condition is provided in

the available dataset X; while inclusive analysis considers that outlying/novel groups might

be hidden within the available data X . This work focusses on the inclusive problem, which

often occurs when a large pool of SHM data becomes available, recorded over a range of

operational/damage conditions, without descriptive labelling Y .

2.1. Parametric statistical models

Various frameworks for novelty detection have been proposed, based on different notions

of what an outlier is, and dependant on the application (4). The available techniques can

be roughly divided into two general groups, parametric statistical approaches and non-

parametric approaches (4).

For engineering applications (specifically SHM), it is common practise to use parametric

statistical approaches over non-parametric methods (1, 2, 3, 10). This is justified by the

reasoning that practical measured data, from a mechanical system or structure, should

remain (relatively) consistent over the normal condition — synonymous with the consistent

underlying physical properties of the structure being monitored. Therefore any normal

data should, in theory, be adequately modelled by some predefined, probability distribution

function. For these reasons, only the parametric statistical framework is summarised below.

Parametric statistical approaches assume that the measured data are sampled from some

d-dimensional random vector X , where each feature can be considered a random variable

X (i), such that

X ∈ R
d

∴ X = {X (1), ...,X (d)}. (1)

The random vectorX is distributed according to some probability distribution function (p.d.f.)

f , such that X ∼ f . (In these experiments, underlying Gaussian statistics are assumed.)

Using these assumptions, the parameters of f can be estimated from the available data X ,

and the discordancy of any observation can be used as a measure of novelty (1, 4, 5). The

theoretical detection threshold (or critical value) to indicate novelty can be pragmatically

estimated, as the form of f is predefined — see Section 2.3.

2.2. The Mahalanobis distance

With the (approximate) assumption of Gaussian statistics, the p.d.f f for the d-dimensional

random vector X can be predefined, where f = fX = P (X = x) , x ∈ R
d :

fX = N (µ,Σ) =
1

(2π)d/2
1

| Σ |1/2 exp
{

− 1

2
(x− µ)⊤Σ−1(x− µ)

}

. (2)
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The sample/empirical mean µ̂ and covariance Σ̂ can then be determined from the available

data X = {xi}Ni=1, to give an estimate of the underlying p.d.f, denoted by f̂ .

Using the estimated parameters, a discordancy test can quantify the degree of outlyingness.

The discordancy measure can then be used to evaluate whether an observation is likely to have

come from an alternative underlying distribution (2), and thus generated by some different

mechanism. A classic discordancy measure is the Mahalanobis distance (MD) (1, 2):

D(xi) =

√

(xi − µ̂)⊤Σ̂−1(xi − µ̂) ; (3)

xi is the observation to be considered a potential outlier, where xi ∈ X . The MD can be

interpreted as a covariance-weighted Euclidean distance — if the covariance is equal to the

identity, they become synonymous (11).

Parametric statistical models are limited by the assumption that all the available data in X are

sampled from the multivariate Gaussian X ∼ f . As a result, the estimated parameters of f
(µ̂, Σ̂) are extremely sensitive to the presence of inclusive outliers and measurement noise (4).

Parameter inaccuracies, caused by inclusive novelty, occur because outliers (by definition) are

generated by some alternative mechanism; therefore, any inclusive examples are unlikely to

have been generated by f . This invalidates assumptions of underlying (uni-modal) Gaussian

statistics for all the data.

2.3. Threshold calculation

According to statistical theory (12), the sum-of-squares for k independent standard Gaussian

random variables (Z) is distributed according to the Chi-squared distribution, with k degrees

of freedom, such that,
k

∑

i=1

Z(i)2 ∼ χ2
k . (4)

As the MD effectively standardises each feature (or Gaussian distributed random variable)

in X , the squared Mahalanobis distances can be considered a similar sum of squares —

where each Z(i) is the standardised version of X (i) : D2 =
∑d

i=1 Z
(i)2 ∼ χ2

d, such that

X = {X (1), ...,X (d)}.
Therefore, the vector of squared Mahalanobis distances D2, for all xi ∈ X , should (the-

oretically) be sampled from a Chi-squared distribution, with d degrees of freedom; note,

xi = {x(1)
i , ..., x

(d)
i }.

The critical value, or threshold, is be defined in order to classify data as belonging to the

normal condition f , or novelty. Considering the above, a Monte Carlo method can be used to

define the detection threshold (1),

1. Construct a [ N × d ] (observations × dimensions) matrix, with each element being

sampled from a zero mean, and unit variance Gaussian distribution.

2. Calculate the sample mean and covariance µ̂, Σ̂, then find the squared MD values for

each of the N observations, D2, according to Equation 3.

3. Repeat steps 1 and 2 for a large number of trials, storing the largest D2 values into an

array, then sort this array in order of magnitude. The critical value for a 5% test of

discordancy is given by the (square route of) the value in the array above which 5% of

the trails occur.
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In this application, the threshold represents a 95% confidence bound for a [ N × d ] data

sample from the (assumed) normal condition f .

2.4. Inclusive novelty — robust statistical methods

Masking (or swamping) can occur because novel groups contained within X invalidate the

assumption that all the data in X are sampled from a uni-modal, Gaussian-distributed random

vector X . Instead, inclusive outliers are being generated by some alternative distribution

f ∗, thus, they are sampled from an alternative random vector X ∗. Robust methods hope to

mitigate the influence of inclusive outliers generated by f ∗ and determine a more accurate

estimate for the embedded normal condition f .

2.4.1. Existing techniques

Robust statistical methods were introduced to the field of engineering/SHM in Reference (2).

Roughly speaking, these algorithms hope to accurately estimate f by finding which subset

of observations H (from the available data) have been generated by the normal condition,

i.e. H ⊂ X, |H| = h. In simple terms, the h-subset H is then used to determine robust

estimates of µ and Σ.

In the existing literature (5, 6, 7, 8), the ways to define H consider the minimum volume ellip-

soid (MVE) or minimum covariance determinant (MCD). These techniques are summarised

briefly; algorithm details can be found in their respective references, as well as engineering

application papers (2, 3).

The MVE approach defines H by searching for the smallest volume ellipsoid that encap-

sulates h observations in the feature space (5, 6); alternatively, MCD methods define H as

the subset whose covariance matrix has the minimum determinant (7, 8). Both definitions

can be interpreted as a way to describe the (majority) h-subset (H ⊂ X) that is the most

concentrated in the feature space (6). Intuitively, this group is assumed to be generated by

the same underlying mechanism (f ). This intuition means that all the data in X no longer

need to be sampled from one Gaussian-distributed random vector X . Instead, only a majority

of the observations need to be. In other words, robust statistical approaches only require that

variables in X are approximately Gaussian in their centre, that is, excluding the outlying

values (13).

The exact MCD or MVE is hard to compute, as it requires the evaluation of all
(

N
h

)

subsets in

X (6, 8); therefore, solving this combinatorial problem is infeasible when datasets are large

(7, 14). As a result, approximate algorithms are applied to practical data. Various techniques

can be used to search for the optimal h-subset; some examples include resampling algorithms

(5, 6, 7, 15) and genetic algorithms (7).

When comparing frameworks, the MCD estimator has a better statistical efficiency because

the parameter estimates are asymptotically normal (16), while the MVE has a lower conver-

gence rate (7). This implies that MCD parameter estimates (µ̂, Σ̂) are normally distributed

around their true value (µ, Σ), with their standard deviation shrinking to 1/
√
N as the

sample size (N ) grows. This means that discordancy measures that are based on MCD

estimates are more precise (7). Despite these advantages, MVE estimators were generally

preferred due to improved computational efficiency (6); however, since the FAST-MCD

heuristic was introduced by Rousseeuw and Driessen (7), the MCD method is now preferred,

particularly for large datasets (6, 7).
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2.4.2. The FAST-MCD algorithm

The FAST-MCD algorithm is applied in this work as a benchmark, so it is summarised briefly.

The heuristic is characterised by repeated C-steps (concentration steps) (7, 8):

1. take subset H1 ⊂X , that is |H1| = h,

2. calculate the empirical estimates of the mean µ̂1 and covariance matrix Σ̂1 from the

data in H1,

3. define relative distances for all N data:

D1(xi) =

√

(xi − µ̂1)⊤Σ̂
−1
1 (xi − µ̂1) , ∀ xi ∈X;

4. sort all distances in ascending order, such that

{D1(xi)(1) ≥ D1(xi)(2) ≥ ... ≥ D1(xi)(N)}
5. now set H2 as the data with the smallest distances, such that:

{D1(xi) : i ∈H2} := {D1(xi)(1), ...D1(xi)(h)}, again |H2| = h.

Repeating these steps will always concentrate the determinant, such that det(Σ̂2) ≤ det(Σ̂1),
with equality if and only if µ̂2 = µ̂1 and Σ̂2 = Σ̂1 (7, 8). C-steps can be iterated until a

stopping criterion is met, for example, if det(Σ̂new) = det(Σ̂old) (8). To construct the initial

H1 subset, a small random (d+ 1)-subset is sampled and then enlarged to a h-subset with

minimal discordancy measures (7) . This method yields better results than drawing a random

h-subset directly, because the probability of drawing a outlier-free subset is much higher for

smaller (d+ 1)-subsets (8).

3. Outlier ensembles

Ensemble analysis is regularly utilised in the machine learning literature to reduce the

dependence of a given model on a specific realisation of the potential data (4, 17). This

greatly increases the robustness of the data mining process (17), as the combined outputs

are more immune to unusual variations in the data that might relate to abnormal/outlying

behaviour. While ensemble analysis has been extensively applied in a supervised setting

(classification) (18), it is relatively unexplored for unsupervised techniques, particularly

outlier analysis (4). As Aggarwal suggests (19), the most likely cause of this is a lack of

gound truth, or data labels Y , to externally evaluate the performance of an outlier model.

This absence of information makes it hard to quantify the correctness, or quality of a model in

a statically robust way; therefore, various methods that are common for supervised ensembles

(boosting, pruning, weighting) become hard to implement (20).

Several ideas to provide an internal estimate of model quality in an unsupervised setting have

been suggested — based on an assumed (but unknown) ground truth (4). Some examples

include: generating artificial outliers to approximately asses the performance of each member

(21), the use of ROC curves (20), or density estimation methods — here sparseness is

associated with outliers, and used as a measure of quality (19, 22).

It is worth noting that the robust techniques, discussed in Section 2.4, follow a similar

framework of internal evaluation. As discussed, the quality of a model is assessed using the

minimum volume ellipsoid (MVE) or minimum covariance determinant (MCD); therefore,

these approaches also use assumptions about the unknown ground truth, to approximately
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evaluate a potential model. Considering this, the MCD is suggested as measure of quality for

the ensemble framework, proposed in Section 3.3.1.

3.1. Introducing diversity

There are a number of ways to introduce diversity between the members of an ensemble. Two

main methods are training with subsets of features, or training with subsets of observations

(20). The use of random feature sub-samples (feature bagging) has been shown to provide a

novel and successful framework for outlier analysis with high-dimensional data (19, 23, 24).

The application/adaptation of these techniques to high-dimensional and noisy engineering

data (for unsupervised feature extraction) has been investigated by the authors, and the work

is currently submitted for publication. The focus of this work, however, is to expose inclusive

outliers within a lower-dimensional dataset. For this reason, sub-samples of observations are

used; this way, the ensemble can capture diversity across the observations in the data, in an

attempt to expose any inclusive novelty.

3.2. Theoretical justification

The generic argument for ensemble frameworks is that all members are inaccurate and produce

errors, but on different cases; if these errors are uncommon, or independent/uncorrelated, they

should have a reduced effect on the combined output (4). The work by Zimek et. al. (4) does

well to formalise this argument; if the majority of data in X (the inlying/normal observations)

were generated by an unknown distribution f , this majority can be viewed as a sample drawn

from the true, but unknown underlying density function f . As previously discussed, novelty

detectors estimate f from the available data, giving an empirical approximation f̂ .

For each model in the ensemble, the p.d.f estimate f̂(x) can be expressed as (4),

f̂(x) = f(x) + ǫ(x) (5)

Where ǫ denotes a random vector describing the error of the empirical estimate f̂ at x (4).

Note that the quality of f̂ determines the overall success of outlier detection, and this depends

on ǫ. Generally, ǫ will be inconsistent for inclusive outlier ensembles, as the data in X are

not stable over all the data-space, due to the presence of inclusive outliers.

If it is possible to obtain multiple density estimates of f , learned from different subsamples of

the data, a more reliable estimate for the underlying function might be available by averaging

their results (11). Following this model-averaging approach, the multiple density estimates f̂
can be considered as random variables with expected values (4),

E
[

f̂(x)
]

= E
[

f(x)
]

+ E
[

ǫ(x)
]

(6)

= f(x) + E
[

ǫ(x)
]

(7)

From this formulation, the benefits of an ensemble framework can be inferred; drawing

multiple samples from X and averaging model outputs can reduce the influence of any

randomness or unusual behaviour.

In terms of the inclusive problem, any predictions based on samples of inlying data xn

should contribute random errors that are relatively independent on x, such that E
[

ǫ(xn)
]

=
E
[

ǫn
]

= en. Ideally, these errors have zero mean and are uncorrelated, such that they cancel

out and en ≈ 0. In this case, averaging leads to the best estimate, where E
[

f̂(x)
]

= f(x)
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(11). Unfortunately, the influence of outlying data implies that ǫ is in fact dependant on x,

skewing the average; however, as these data represent a minority, their influence is reduced

in the combined output.

In order to maximise the chance of a sample containing only normal-condition (inlying) data,

the sub-sample size ns should be as small as possible (5, 7). This is formalised, such that the

probability of drawing a ‘pure’ sub-sample is:

Ps = (1− α)ns , (8)

where α is the assumed faction of outliers contained within X . Minimising ns increases

the probability of building and ensemble in which the majority of members are built on the

normal condition (inlying) data. However, if the number of observations in each sub-sample

is too small, such that ns < (d+ 1), the estimated covariance Σ̂ will be always be singular.

This occurs because the data are too sparse in their feature-space to accurately represent f ,

leading to abnormally large measures of discordancy. In the proposed heuristic ns = 2d, to

prevent a singular empirical covariance matrix.

3.3. Model combination

Now that a diverse ensemble can be built, a function for combining the discordancy measures

must be defined. Again, there are various ways to do this; the correct approach depends on

the definition outliers and the application. Any meaningful combination requires that the

outputs are normalised (19, 20). Thankfully, when using the Mahalanobis distance, output

scores are effectively normalised by the covariance matrix, so the direct combination of

outputs should not be problematic.

Suggested combination methods include using the maximum output (20), output averaging

(23), weighted averages (20) and various combinations (19). Using the maximum score has a

tendency to severely overestimate discordancy (20), furthermore, it is counter-intuitive when

considering the mentioned benefits associated with averaging. Therefore, this work utilises

an averaging combination function.

3.3.1. The COMBINE function

A standard weighted combination of base models for ensemble learning (11) can be applied

to a committee of novelty detectorsM, with M members:

DE(xi) =
1

M

M
∑

m=1

wmDm(xi); (9)

where Dm denotes the discordancy from the mth member in the ensemble, and wm is the

associated weight. The weight vector w = {w1, ..., wM} is included to increase the influence

of certain models, based on a measure of quality; there are a total of M members in the

ensemble.

For the proposed heuristic, each member is an MD novelty detector with empirical parameters

µ̂m and Σ̂m, estimated from a random sub-sample of size ns. The discordancy measures

for all data in X are calculated for each of the M members, using the respective parameter

estimates. The number of members M is set such that that the total number of observations

sampled from X is equal to the number total number of observations that are available, that

is: M = N/ns = N/2d. This means that the effective dataset (seen by the combined ensemble

M) has the same shape [ N × d ] as the original dataset X .
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3.3.2. Pruning — unweighted and weighted averaging

In the following experiments, the model weights wm are either:

(a) set to unity for all members (unweighted average, simple mean),

(b) or defined according an approximate measure of model quality (weighted average).

When applying method (b), samples with a smaller covariance determinant det(Σ̂m) are

assumed to represent the normal/inlying data, in agreement with the MCD estimator; as a

result, det(Σ̂m) is used as the measure of model quality. In the proposed scheme, the weight

vector w is defined such that models with a large covariance determinant are pruned out of

the ensembleM.

The fraction of models to keep is set at Ps, because it is (loosely) assumed that Ps×M of the

all the sub-samples are likely to contain only ‘pure’ inlying data (see Equation 8). Therefore,

Ps ×M of the lowest determinant models are assumed to be learnt from samples of normal

data, so they are given a unit weighting, and thus contribute to the final output.

Specifically, when following method (b), the weight vector w = {w1, ..., wM} is defined in

the following way: determine the empirical parameter estimates (µ̂m, Σ̂m) for all M models

in the ensembleM; calculate and sort covariance determinants det(Σ̂m), then sort them in

ascending order; take the Ps×M of smallest covariance determinants and set their respective

model weights in w to unity.

3.3.3. Model combination by parameters

Typically, the quoted complexity for a MD novelty detector isO(N) (7), as distance measures

must be computed N times. An issue with ensemble frameworks is that the base predictor is

usually run M times for all N data, leading to increased complexity O(N ×M). For this

application, it is suggested that models are combined by averaging over the parameters, rather

than the outputs (also with methods (a) and (b)). This way, the N outputs do not need to be

calculated M times; instead, the distances are only calculated once, after parameter averaging.

This reduces the complexity of the ensemble to a similar order of the base predictor O(N).

Although this is unusual for ensemble methods, in the context of (inclusive) outlier analysis

it appears logical. It is unnecessary to calculate N outputs for M members when only the

average of the outputs is ultimately used. Unlike conventional ensemble analysis, the outputs

for each model are not required. This is because in a standard supervised setting, the outputs

are used to externally evaluate each member against real examples of the ground truth Y ;

however for unsupervised learning, there is no ground truth available. As a result, models are

evaluated internally (20) (assessing parameters), mitigating the need for the outputs.

Similar to the justification in Section 3.2, if the goal is to find the true distribution of

normal data f by considering the average over estimates f̂ , then the averaging over the

parameter estimates θ̂ = (µ̂, Σ̂) should lead to a similar effect, where θ̂ = θ + ǫθ. Again,

multiple estimates θ̂ are considered random variables: E
[

θ̂
]

= E
[

θ
]

+ E
[

ǫθ
]

= θ + E
[

ǫθ
]

.

Furthermore, this intuition seems suitable if the assumption of asymptotic normality holds,

as stated in the MCD literature (7). In this case, the expected values should tend towards the

actual parameters.
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3.3.4. Ensemble thresholds

Initially, it would seem reasonable to establish thresholds for each member Cm, then average

to define the ensemble value, CE = 1/M
∑M

m=1 Cm. However, as all sub-samples are the same

size [ ns×d ], the thresholds will be approximately equivalent: C1 ≈ C2 ≈ ... ≈ CM , therefore,

CE ≈ Cm. This is unreasonable, as it leads to an overly conservative threshold, based on a

small subsample. Intuitively, a novelty detector built using (ns ×M) observations is much

more reliable than one learnt with only ns observations; therefore, as ns << (ns ×M), the

thresholds should not be similar. Considering this, it makes more sense to define the threshold

based on the size of the effective dataset used to train the entire ensemble [ (ns ×M)× d ],
rather than each member. The random samples have been defined (Section 3.3.1) such that

(ns×M) = N . This means the effective/sampled dataset is the same size as the original data

X , so the threshold is defined according to Section 2.3, for an [ N × d ] dataset.

4. Heuristic

The two variations of the algorithm are provided in pseudo-code, Algorithms 1 and 2.

Parameter averaging was found to provide (near) identical results when compared to output

averaging, for a dramatically increased computational time; therefore, Algorithm 2 is used in

the experiments.

Algorithm 1: Averaged outputs

Input :Available data X

Output :Discordancy measures D

1 N := number of observations in X;

2 d := number of dimensions in X;

3 ns = 2× d (subsample size);

4 M = N/ns (number of members);

5 DE ← {n×M} (initialise outputs);

6 for m = 1 : M do

7 Random sample ns observations from

X;

8 Calculate empirical parameters from

the random sample (µ̂m, Σ̂−1
m );

9 Calculate discordnacy measures Dm

for all x ∈X;

10 Store Dm in the mth column of the

output array DE ;

11 end

12 Combine outputs by (a) or (b) averaging

rows of DE , i.e. D = average(DE);

Algorithm 2: Averaged parameters

Input :Available data X

Output :Discordancy measures D

1 N := number of observations in X;

2 d := number of dimensions in X;

3 ns = 2× d (subsample size);

4 M = N/ns (number of members);

5 µ̂E ← {M × d} (initialise parameter);

6 Σ̂
−1
E ← {d× d×M} (init. parameter);

7 for m = 1 : M do

8 Random sample ns observations from

X;

9 Calculate empirical parameters from

the random sample (µ̂m, Σ̂−1
m );

10 Store estimates in the mth location of

the parameter arrays µ̂E , Σ̂
−1
E ;

11 end

12 Combine parameter estimates by (a) or (b)

averaging of µ̂E and Σ̂
−1
E ;

13 Calculate discordnacy measures (with

averaged parameters) for all x ∈X , D;

To the authors’ best knowledge, this is the first application of ensemble learning for inclusive

outlier analysis as a robust parametric statistical (MD-based) technique. Particularly with

an internal quality measure and parameter averaging. The most similar work appears in a

paper by Croux and Haesbroeck (25), in which an MVE solver finds the best solution by
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averaging over several best trails, rather than picking a single optimum; although, this is not

an ensemble framework.

5. Experiments — Z24 data

The new heuristic is applied (weighted and unweighted averaging) to a large SHM dataset

with inclusive outliers. Results are compared to the standard MD and FAST-MCD algorithms

as benchmark methods.

The Z24 bridge was a concrete highway bridge in Switzerland, connecting Koppigen and

Utzenstorf. In the late 1990s, before its demolition procedure, it was used for experimental

SHM purposes under the SIMCES project (26). Over a twelve month time period, a series

of sensor systems were used to capture dynamic response measurements, in order to extract

the first four natural frequencies of the structure. Environmental measurements were also

recorded, including air temperature, soil temperature, humidity and wind speed (27). This

is a relatively large dataset, with 3932 observations in total. During the benchmark project,

different types of real damage were artificially introduced towards the end of the monitoring

year, starting from observation 3476 (2). The natural frequencies, as well as soil temperature,

are shown in Figure 1.
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Figure 1. Top — time history of natural frequencies; bottom — time history of average deck

temperature.

Figure 1 illustrates visible fluctuations between observations 1200 and 1500, while there

is little variation following the introduction of damage. These visible fluctuations relate to

periods of very low temperature in the bridge deck, which can be observed in the temperature

plot of Figure 1. It is believed that the asphalt layer in the deck experienced these very low

temperatures during this time, leading to increased stiffness (7). This significant change in

the underlying physics of the structure should, by definition, produce data that are novel —

as well as any changes due to damage.
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5.1. Results

The new ensemble heuristic (parameter averaging, Algorithm 2) is applied to the natural

frequencies of the Z24 data, such that X ∈ R
4 and N = 3932. The novel framework is

applied without pruning (unweighted averaging, method (a)) and with pruning (weighted

averaging, method (b)). The performance is compared to the standard Mahalanobis distance

(MD) and the robust FAST-MCD (MCD). For the MCD estimator, the parameter h is set to a

standard value (0.75×N) (7). At this point, it is worth noting that no such parameters need

to be set for the (unweighted) outlier ensemble, indicating a more flexible/general algorithm.
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Figure 2. Distance measures for the standard Mahalanobis distance (MD), the minimum

covariance determinant (MCD), outlier ensembles (OE) and pruned outlier ensembles

(pruned OE).

The results are provided in Figure 2. Each test was run 1000 times; the plots represent the

discordancy values for one trial, drawn at random (there was little variation between trials).

As expected, the standard Mahalanobis distance suffers seriously from masking effects, with

very few data being flagged as outliers. In this case, the inclusive novel data have significantly

skewed the parameter estimates. The standard robust MCD algorithm does well to reduce

these effects, and it is much more sensitive to inclusive outliers, particularly those relating

to very cold temperatures. Ideally, the discordancy would be more sensitive for these data,

as few of the observations for early damage (from 3476) pass the detection threshold. In

fact, the discordancy only (consistently) passes the detection threshold significantly after the

introduction of damage, around 3660 observations.

Outlier ensembles (unweighted average, method (a)) provide further improvements. Once

again the method is robust; additionally, the discordancy measures are more sensitive. As a

result, much more of the group relating to very cold temperatures is captured and outliers
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are flagged at a higher rate from the onset early damage (3476), with discordancy measures

consistently passing the threshold just after — around 3550 observations. This does come

at a price of increased ‘false negatives’, particularly for early observations; however, when

looking at Figure 1, it can been seen that these data are also related to cold temperature

effects, so might be considered as outliers themselves. A major benefit for this variation

of the new framework is that no application specific parameters need to be defined. The

method naturally accommodates for various levels of contamination within X , due to the

way the ensemble is built and combined; in other words, the influence of the normal data

should always be automatically greater, as it represents a majority.

When pruning methods are applied (weighted averaging, method (b)), the discordancy

measure is more sensitive. With this ensemble, outliers are consistently flagged from the

point that damage is introduced (3476), however, this comes with a further increase in ‘false’

positives. An issue with this method, is defining the contamination parameter α, which was

set to 0.1. This effectively ‘tunes’ the sensitivity of the ensemble, similar to the h parameter

of the MCD.

Outlier ensembles provide a significant reduction in computational cost. When running the

FAST-MCD with the LIBRE package, the average run-time over 1000 trials was 0.355s.

Ensemble methods took 0.021s and 0.024s for unweighted and weighted methods respectively.

This suggests that outlier ensembles are up to 15 times faster than the FAST-MCD algorithm.

(It should be noted that the LIBRA code could be more ‘stripped back’, to reduce computation

time; however, the order of complexity is still higher for the FAST-MCD, as there are

increased distances/calculations to compute.)

6. Conclusions

An alternative machine learning approach for robust inclusive outlier analysis has been

proposed. The model is built using an ensemble of Mahalanobis distance novelty detectors,

with random sub-samples of data. The heuristic is compared to the benchmark FAST-MCD

robust algorithm, and it is shown to provide a measure that is more sensitive to inclusive

novelty within a practical engineering dataset. Additionally, the new framework runs up

to 15 times faster than the FAST-MCD algorithm, and the (unweighted) method requires

no (application specific) parameter to be set — this indicates a more flexible algorithm that

should generalise across various data. Further work is suggested, as always. Firstly the

method needs to be applied to a range of datasets, with different levels of contamination,

to test generalisation. The outlier contamination limit (breakdown value) should also be

determined and compared to the limit of the MCD — this has a theoretical limit of 50%

contamination (7). Other mathematical properties should also be investigated/confirmed;

these include affine equivariance and asymptotic normality. Finally, alternative combination

weightings should be explored to improve on the simple pruning regime suggested here.
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