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Abstract 

 

Research in Speech Processing is a primary issue for the development of reliable, non-

invasive methods for the objective evaluation of voice disorders. In particular, clinical 

conditions of the vocal folds can be referred to the quality of the sound produced by 

them. Even if the analysis of vocal emissions alone cannot be enough to assess health, 

any improvement can lead to a lesser use of laryngoscopy and direct visual inspection, 

hence to a lower probability of patient injuries due to a rough use of the instruments.  In 

this study, four audio tracks, recorded from a voluntary patient affected by vocal cords 

nodules, have been investigated. The patient underwent surgical removal of the masses 

and the recordings were previously used to assess the healing process with standard 

methodologies. However, these state-of-the-art approaches still do not properly consider 

the non-stationarity of the voice, since they are based on the Fourier Transform. Here, 

wavelet level variance is proposed as a more accurate alternative.  The discrete wavelet 

transform is well-known to be particularly efficient for feature extraction and analysis of 

a wide range of biosignals, human speech included; the obtained approximation and 

detail coefficients allow one to decompose the original audio files into their 

reconstructed wavelet levels and to compare specific trends among them during the 

convalescence. For this preliminary study, Daubechies family wavelets have been used 

as a default choice, with several different orders tested to find the optimal configuration. 

The results show good potential and some clear, easily-noticeable trends, which can 

bring to the establishment of the technique if found in a large, statistically-valid 

population. 

 

1.  Introduction 
 

Human vocal emissions are a complex combination of voiced, unvoiced, plosive and 

other kinds of sound, known for being nonstationary and produced by a highly nonlinear 

system, made up by the whole set of speech-related organs along the vocal tract (1)(2). 
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In particular, the larynx-fundamental tone is produced by the vibrations occurring in the 

upper part of the mucosa that covers the vocal cords. The exact mechanics of these 

vibrations are still not clear (3) and their modelling is an ongoing subject of research. 

This fundamental tone is then affected by the resonances generated from the cavities 

existing in the upper part of the larynx, as well as from other factors such as breathiness, 

laryngealisation, and several other issues that make its analysis more and more 

problematic. Moreover, it is difficult to separate from lung-emitted sounds, which are 

not related to the vocal folds and to their health conditions. 

 

Dysfunctional dysphonia is one of the earliest and strongest symptoms of vocal folds 

nodules and other laryngeal diseases, and the related symptoms are easily detectable and 

can be quantitatively estimated. Hence, with little reliable information about the nervous 

input originated from the brain, output-only data comparison can be seen as a viable 

option for the assessment of healing during convalesce. 

 

Any bio-structural modification of the folds themselves leads to a quantitative change in 

the voice; the problem lies in discerning damage-related alterations from other possible 

causes. This is a classic example of a feature extraction problem, for which several 

time-frequency analysis options exist (4). Moreover, changes in vibrational behaviour, 

while obviously related to the mass and stiffness of the vocal folds, are not as 

straightforward as one can expect (5). Indeed, incomplete closure produces breathiness, 

while the lack of homogeneity in the folds’ tissues causes aperiodic vibrations 

(hoarseness), creates additional turbulent components and strongly attenuates the higher 

modes of vibration. 

 

The wavelet transform is a tool particularly well-fitted for this kind of analyses (6), and 

Discrete Wavelet Transform (DWT), resorting to Mallat’s pyramidal algorithm (7), 

makes it very efficient. In the next Paragraphs, firstly the case study investigated here 

will be presented (Section 2); then the concepts of wavelets, Daubechies wavelet 

families, discrete wavelet transform, and wavelet level variance will be introduced 

(Section 3); in Section 4, results will be reported and findings will be commented; in the 

last section, the general conclusions will be explained, as well as the further steps that 

can improve the proposed methodology. 

 

2.  Case Study 

 
The case study reported here has been a subject of research since 2016 and a much more 

detailed description, including causes, symptoms and diagnosis, can be found in (8). 

Throughout the last year, several approaches have been applied to the specific task of 

extrapolating as much useful information as possible from the four recorded speech 

signals. So far, the technique proposed here represents the best result achieved. 

 

Basically, the patient (one of the authors), an Italian adult male, was firstly diagnosed 

with vocal cord nodules in April 2013, then underwent surgical removal of the right 

vocal fold’s mass on 11th June 2013. Vocal cord nodules are benign, localised and 

callous-like pathological masses, grown because of tissue trauma caused by mechanical 

stress, caused in turn by voice overuse. Four audio tracks (Fig.1), which will be 

discussed in more detail later, have been recorded, respectively, before the operation (on 
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the same day of surgery), circa three months and a half, five months and a half and one 

year after. Further details are reported in (8); the rest of the paper will be more focused 

on the engineering aspects. The interested reader can find some deeper explanation of 

medical details in (9), (10) and (11), to cite a few. 

 

  
(a) (b) 

  
(c) (d) 

Figure 1. the four audio records (after standardisation). (a) #1: 11th June 2013 (pre-operative), (b) #2: 25th 

September 2013, (c) #3: 26th November 2013, (d) #4: 24th June 2014. 

Signal is reported between 0.1 and 0.5 seconds.  
 

The aim of the four recordings was to analyse the healing process during convalescence. 

Each track was sampled at 44100 Hz, as it is typical for most audio files, to cover the 

whole human vocal range (generally credited as 20 – 20000 Hz) accordingly to the 

Nyquist criterion. The audio tracks consist of the vowel /a/, sustained for 3.75 seconds, 

resulting in 165375-element-long time series. The instrumentations utilised are the ones 

provided by default for MDVP™ analysis and produced by KAYPENTAX®. All the 
recordings have been realised at the ENT Unit, Santa Chiara Hospital, Trento, Italy. 

Further details about MDVP™ can be found in (12). 

 

The four audio tracks where first low-pass filtered with a Butterworth filter of order 10, 

applied in forward and reverse direction to ensure zero-phase distortion. Then, the 

speech records have been standardised, as, 
 

                                                 (1) 
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Where  is the mean of the whole recording,  its variance and  is the i-th 

filtered element of the time series. The DWT requires the input signal to be strictly a 

power of 2 in length (the reason will be better explained later). Thus, signals were zero-

padded up to the closest next power of 2, i.e. . This was considered by 

the Authors as the less adversely affecting strategy to acquire the needed rounding 

without denaturalising excessively the input data. 

 

3.  Wavelet Level Variance and the Discrete Wavelet Transform 
 

Wavelets are commonly used for time-frequency analysis, signal denoising and features 

extraction (13); they have been, for decades, applied to a variety of signals, both 

artificial or biological, ranging from the assessment of mechanical vibrations in 

aerospace materials (14) to structural health monitoring (15). They have also been 

extensively employed for the analysis of biological signals (16).  In the specific field of 

speech processing, the use of DWT is documented at least since 1996 for tasks such as 

pitch detection, signal compression, and voiced/unvoiced classification (17). Indeed, 

human speech, as other natural signals, presents a certain degree of smoothness; this 

makes it sparse in the wavelet domain, hence its usefulness. 

 

Wavelets can be best depicted as small wave-like oscillations. Differently from 

harmonic functions such as sines and cosines, they are brief oscillations, i.e. time 

limited or localised. On the other hand, being compact in time, they cannot be so in the 

frequency domain. One of the most interesting points is that, differently from sinusoids, 

there does not exist a unique definition of wavelet. Indeed, wavelets can use a wide 

variety of different basis functions, or mother wavelets; any function which satisfies 

some simple conditions, such as admissibility and regularity (18), and that has zero 

mean can be considered a wavelet. Hence, they can be intentionally built to have 

specific, useful attributes. However, only wavelet families that have some particularly 

interesting peculiarities would turn out to be useful. For example, wavelets must be 

orthogonal to allow a unique decomposition and reconstruction. 

 

Some hints are hereinafter introduced; a detailed discussion about wavelets, discrete 

wavelet transform (DWT) and wavelet level variance (WLV) would require a book-long 

explanation and would probably not be enough the same. Interested readers can refer to 

(19), (20) and (21 Appendix A.9), among many others. 

 

3.1 The Daubechies Wavelet Family 

 

Since the definition of wavelet is so wide, selecting a particular mother wavelet rather 

than another can lead to completely different results. However, it is not the primary aim 

of this paper to select the optimal solution; this being a preliminary study, it is just 

needed to have comparable results. WT requires the chosen mother wavelet to be 

orthogonal, in order to decompose (and reconstruct, since the process is mathematically 

reversible) any signal in a unique way. This property is satisfied by several different 

wavelets, among them the well-known Daubechies Wavelets (22) (23). 

 

Daubechies wavelets (also shortened daub) are arguably the Wavelet Family par 

excellence. They show strong similarities with fractals (24); like them, they can always 
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be represented by scaled and translated versions of themselves. Unfortunately, this also 

means that there is no simple way to define them; indeed, there does not even exist an 

explicit function for that, the specific case of the Haar Wavelet (which coincides with 

the Daubechies wavelet of the lowest order) apart. 

 

A common ambiguity that should be addressed before going any further regards the 

definition of order for a Daubechies Wavelet. Some authors refer to a daub10 order as a 

Daubechies wavelet of filter length 10; others refer to a daub10 as a wavelet with ten 

vanishing moments, hence of length 20 (23; see also, e.g., MatLab® function 

waveinfo.m). It can be proved that, on increasing the number of vanishing moments p of 

a daub wavelet by one, its length increases by two. Thus, the two options are equivalent, 

yet it may be confusing. This is crucial as it reflects the main feature of daub wavelets, 

that is to have the largest possible number of vanishing moments p for length of support 

( 2 1p − ) (22). Here in this paper, the definition d10/D20 would be used, when capital D 

stands for wavelet’s filter length and d =  p for the number of vanishing moments. 

Wherever for sake of brevity, the two signs will not be reported together, ‘order’ will be 
always intended as the filter length (i.e. capital D). Logically, daub order is restricted to 

be physically meaningful, thus strictly positive. 

 

It can be easily inferred that higher daub orders generate less time-localised (and vice 

versa, more frequency-localised) wavelets, as their support length increases. This leads 

to the general conclusion that low-order Daubechies wavelets are ideal for fast changing 

signals, impulses or transient analyses, while high-order members of the same family 

are better suited for steady state responses and slowly-changing phenomena. As speech 

signals are nonstationary and made up by multiple, superposing trends, no clear a priori 

selection can be done; a range of orders has therefore been tested, up to d20/D40. 

  

Regularity (i.e. smoothness) of the wavelet and its support are the two competing 

aspects in Daubechies order selection. Indeed, the higher is the number of vanishing 

moments p, the smoother is the wavelet. d1/D2, i.e. the Haar Wavelet, is the most 

irregular. With one vanishing moment alone, it is not even a continuous function. The 

property of polynomial suppression assures that p is the maximum degree of 

polynomials orthogonal to the wavelet; hence, daub wavelets with larger support would 

be able to approximate regular, naturally smooth signals better. At the same time, larger 

supports mean longer filters, thus more computations.  

 

Various criteria have been proposed in literature; generally, the choice is made ‘by eye’ 
accordingly to shape matching between the analysed signal and the candidate mother 

wavelet. The feature used here is instead a (quite simplified) variant of the minimum 

description length concept proposed by (25), which is related to the sparsity of the 

obtained coefficients. The idea relates to the compactness of results: the best option 

among the possible alternatives will be the one which provides the shortest description 

of the signals. For practical reasons, every coefficient with absolute value numerically 

less than 10-5 has been set to zero. It has been so determined that the sparsity trend 

reaches a horizontal asymptote around d7/D14. Since there is no particular reason to 

select a function more complicated than the strictly necessary, this db order has been 

selected, as a good balance between support and regularity. Moreover, even if some sort 

of leakage will always be unavoidable, it can be proved that increasing the wavelet 
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order produces more box-like spectra. This was another reason for which d7/D14 was 

preferred over other options with smaller support, even if, for Daubechies Wavalets, 

wavelet levels and octave bands are not synonyms and DFT spectra of adjacent levels 

will always overlap (26). 

 

3.2 The Discrete Wavelet Transform 

 

A brief comparison between the discrete wavelet and Fourier transforms is inescapable. 

Both the DFT and DWT produce some constituents of the signal: the former being 

sinusoids, the latter being (properly and arbitrarily crafted) wavelets. Sinusoids are 

defined by their own frequency, without any difference along time from minus to plus 

infinity; hence the utility of the tool for defining periodic, stationary phenomena. The 

wavelet Transform, on the other hand, decomposes the signal in its constituent wavelets 

at different scales of dilation and at different positions, allowing time-frequency 

analysis of non-stationary signals.  

There is a clear relationship between frequency and scale factor. One can easily observe 

that shrinked/compressed wavelets, i.e. at lowest scales (highest levels), change more 

rapidly, being responsive to high frequencies, while dilated/stretched wavelets, i.e. at 

highest scales (lowest levels), change much slower, identifying the coarsest features of 

the investigated signal. Hence, different scales links to different frequencies of the time 

series, according to the compactness of the wavelet shifted along its time axis. 

 

Indeed, the DWT works by shifting a child wavelet along the investigated signal; this 

wavelet is derived from the original mother wavelet but is scaled according to the level 

of decomposition considered. Therefore, it can be considered a dilated (expanded) 

version of its original shape. Thus, for a given mother wavelet, the set of its child 

wavelets can be described (in the time domain) as,  
 

                                                 (2) 
 

i.e., shifted and scaled by powers of two, according to the scale parameter j and the shift 

parameter k, in a discrete fashion. According to the dilation equation, it is possible to 

define the so-called scaling function , related to the x elements of a given array 

(such as, but not limited to, time series). Generally, the coefficients cannot be 

analytically computed in a closed form but can only be obtained iteratively. Departing 

from the scaling function, the wavelet function  can be defined by inverting the 

position of the coefficients and by changing the sign of any other one of them. 

This is derived from  (also known as the father wavelet) and  having a 

quadrature mirror filter (QMF) relationship, which is an inherent property of any 

orthogonal wavelet family. More generally, the scaling and the corresponding wavelet 

functions can be written as,  
 

 

                                (3) 
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Where D is the filter length, as previously defined (thus, D – 1 equals the wavelet 

support). It is then possible to consider the DWT process as a filter bank (roughly 

schematised in Fig.2), where these two functions serve as high-pass and low-pass filters. 

The high-pass filtering leads to the so-called detail coefficients, while the low-pass filter 

defines the approximation coefficients, at any given level. The obtained decomposition 

is a band-passed multi-resolution representation of the original signal. The output signal 

is 2N -datapoint-long, as in the original input.  

 

 
Figure 2. DWT performed with Mallat’s pyramidal algorithm, in a cascading fashion. Convolution with 
low- and high-pass filters returns subsequent degrees of approximation and detail of the original sound 

waveform. Effects of zero-padding can be seen in the resulting coefficients (bottom right), hence they 

must be corrected at any reconstructed level. Down sampling repeated at each decomposition step halves 

the signal recursively until only two elements remain. 

 

The resulting vector is made up by the only remaining approximation coefficient at the 

last decomposition step,  , and by the 2 1N −  detail coefficients ( to ) derived 

from all the steps. These latter coefficients represent the amplitudes of each contributing 

wavelet, as the reconstructed signal, i.e. the wavelet expansion of the original  

function, can be expressed as, 
 

                 (4) 
 

It can be derived that  is a constant value, defined analytically (for a signal of unitary 

length, i.e. , l = 1) as, 
 

                                                     (5) 
 

While the general approximation coefficient can be deduced as,  
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                                          (6) 
 

As will be explained more in detail later,  is linked to what is here defined as level – 1 

(minus one), while the other coefficients which share the same scale factor j are grouped 

together in the same level, ranging 1 to N. 

 

In the Mallat’s pyramidal algorithm (7), a sequential filtering operation is applied, in a 

cascade fashion. As seen in Fig.2, at each step of decomposition, the wavelet’s detail 
coefficients of the corresponding level are given by high-pass filtering the signal. At the 

same step, a low-pass filter performs signal compression, halving its sequence length 

(by subsampling) and so providing input for the next step of DWT process; for this 

reason, it is also known as the decimated approach. Down sampling allows one to use 

the same filters at all levels, without further scaling them. This accomplishes the DWT 

in a very efficient way – for a 2N -datapoint-long signal, the number of operations is 

proportional to 2N , while the Fast Fourier Transform of the same signal will need circa 

 operations.  

 

3.3 Signal Reconstruction and Wavelet Level Variance  

 

Wavelet levels represent the contribution of each step of decomposition to the 

reconstruction of the original signal. The sum of all levels, hence, reproduces the given 

time series faithfully, with no gaps nor overlaps. It comes from their definition itself that 

all the wavelets of a given level have the same scale of dilation along the x-axis (here, 

time axis); only on the y-axis (amplitude) will they differ due to the multiplication with 

an array of constant values, namely, the detail coefficients of the DWT, according to 

their position along the time axis.  

 

Here, levels are numbered according to their increasing frequency content. This way, 

also the number of wavelets contained in each level can be easily deducted: level zero is 

made up by 02  wavelets, level one by 12 , and so on. Level -1 is made up by no 

wavelets, being - as said - just a constant value, intended to provide a non-null mean for 

the reconstructed signal, since it would be not possible to reconstruct a non-zero-mean 

time series from just a combination of wavelets alone.  

 

Having defined the levels, their variance can be computed. The variance , 

normalised by the total signal variance , is linked to all the wavelets which share 

the same j-th scale factor and can be used to investigate the apportionment of total 

energy among the several wavelet levels. Thus, one can easily ‘follow’ the shifting 
concentration of energy from one signal to the other.  

 

4.  Results 
 

The pyramidal procedure for the DWT is performed on the four audio tracks and 

continued until only one detail and one approximation coefficients are left at 

decomposition step 18, corresponding to levels zero and minus one.  
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As the frequency range doubles at each level, so does its centre of frequency  

, obviously; this can be used as a good reminder of the several levels’ frequency 
content. Given that, for the J-th level, being the centre of frequency range equal to 

, with a sampling frequency of 44.1 kHz and = 262144 sample 

points (zero-padding included), level 0 has a centre of frequency which is only a 

fraction of a Hertz.  Since here it is also M >2 , this is also true for level 1. It turns out, 

then, that the frequency content of the lowest levels is extremely limited; nevertheless, 

their contributions have been included for completeness. To correct the effects of zero-

padding, the reconstructed levels have all been truncated at the 165375th element, 

discarding all the remaining data. To avoid any possible further edge effect due to the 

pre-processing operation, 5% of data have also been removed from both ends. 

 

Fig.3 represents the most important result obtained here. The underlying trend is quite 

self-evident: as the convalesce proceeds, the wavelet level variance of the level #10 

keeps on decreasing, while the WLV of level #13 increases more and more. In the last 

recording, the energy is basically all allocated in this particular level, and the whole 

distribution becomes peak-like around it. Yet, the most marked shift happens between 

audio #1 and #2, i.e. just a few months after the surgery removal; the trends is only 

accentuated in the following period. 

 

This pattern confirms what was expected from the previous studies. Moreover, 

differently from what observed in (8), this energy-related parameter seems to be clearly 

associated to the healing process, regardless of the influence of the patient’s voice, 
which strongly affected previous results and is currently unaccounted for by most of the 

usual state-of-the-art techniques. 

 

It has also been noticed that the average fundamental frequency F0, as evidenced by the 

Clinical Reports at 110.714 Hz for the first audio track (11/06/2013), 133.720 Hz for the 

second, 115.262 Hz for the third, and at 133.517 Hz for the last, is in all cases included 

in the level 10. Level 10 can therefore be considered as a ‘first fundamental frequency’ 
marker and, as it has been seen, its relative predominance among other levels’ variance 
is likely the single most evident sign of pathological conditions, while Level 13 seems 

to be linked to healed and recovered conditions. 

 

5.  Conclusions 
 

Human voice results from the interconnection of different organs of the 

pneumophonoarticulatory apparatus and thus is a very complex set of emissions, known 

for its non-stationarity. Some of these issues are mostly unconsidered by current 

methodologies; often, audio tracks are treated as stationary signals, with the consequent 

risk of oversimplifying the problem and being misled by the results. 

 

The discrete wavelet transform contains information similar to the one provided by 

Fourier-related time-frequency analysis techniques, such as the Short-Time Fourier 

Transform, but with additional positive aspects, both in terms of resolution and 

computational cost. This makes the DWT an extremely powerful tool for Signal Analyis 

in general and for Speech Processing in particular. In comparison to Intrinsic Mode 
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Functions (IMFs), tested previously by the authors on the same data, wavelets have 

fixed, non-adaptive and theoretically-funded (i.e. not empirically defined) bases; this 

turned out to be more apt for comparison between different signals. 

 

  
(a) (b) 

 
(c) 

Figure 3. Trends along convalescence. (a) fist two audio tracks (pre- and post- operative); (b) second, 

third and fourth (last) recordings; (c) complete set. The trends are here reported for d7/D14 but are 

encountered practically unaltered for all the Daubechies Wavelet orders used. In 7.c, dotted-and-dashed 

vertical lines highlight the levels of major interest – lev #10 (red; empirically linked to pathological 

conditions) and lev #13 (green, associated with healed conditions). 
 

Resorting to the WLV proved very profitable under several points of view. The 

approach has a very low dimensionality, since the variance  is just one scalar 

per level, hence there will be just as many scalars as the number of levels (here, 18). To 

be practical, some of the lowest levels, which are related to very short ranges centred on 

extremely low frequencies, have been here reported but can be safely omitted, further 

reducing the computations needed. Wavelet levels are logarithmic, in the sense that their 

upper limit is increased by an octave at each level, which is well-suited for speech 

processing (and for many other bio-signals).  is directly related to the power of the 

corresponding level, which is in turn a fraction of the total power of the whole signal 

( ); differently from a previous effort based on Hilbert-Huang Transform, this link by-

passes the dependency on signal amplitude, which was one of the major constraints (as 

it was too related to the volume of the emitted voice, which changed from time to time). 

 

The proposed method returns only one global index, rather than a set of different 

parameters. Its interpretation in quite straightforward and can be achieved even by 
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unexperienced non-professionals. The physical meaning of the results is also evident: 

higher-than-usual wavelet level variance at a low level is a clear evidence of a larger (in 

proportion) amount of total energy allocated in the lower frequencies; this is consistent 

with some well-known symptoms of vocal cord nodules. This feature is also reflected in 

the Fourier spectra of the several audio files, but, differently from this approach, The 

discrete Fourier transform does not address the non-stationarity of the speech signals, 

has a greatly larger dimensionality, requires more computational effort and is less easily 

interpretable. 

 

Further works will include several possible improvements. One can imagine to cleanse 

the signal from the harmonics and the sounds not directly related to the mucosal 

vibration; this is indeed an argument of the authors’ ongoing researches. Another task 

would be a more rigorous selection of the mother wavelet. The d7/D14 Daubechies 

wavelet has been selected as a good compromise between support and smoothness, 

avoiding unneeded complexity. However, Coiflets, symmlets, Battle-Lemarie wavelets 

and spikelets are all valid alternatives, among others.  

 

If proven viable on a large, statistically-valid population, the approach here proposed for 

a single case study can led to a non-invasive, extremely cheap (both economically and 

computationally) and fast-to-perform method based exclusively on objective acoustic 

measurements. Moreover, differently from other state-of-the-art procedures, it will need 

no arbitrary thresholds but just a comparison between subsequent audio tracks. 
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