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Abstract 
This paper explores the use of machine learning classifiers to distinguish between different 
aircraft landing characteristics.  The context of this problem is the desire to create data-driven 
models to predict strains on certain components of an aircraft landing gear from measurements 
recorded at other points on the aircraft.  This would include the standard measurements taken 
by the flight data recorder.  There is a high degree of variability in the dynamic experience of 
landing gear within a landing event and also from one landing to another; therefore, it is 
expected that the ability to classify landings according to certain global conditions such as a 
hard landing or an asymmetric landing, will enable the modelling problem to be divided down 
among different sub-models that can be applied according to the landing type. 

 

1 INTRODUCTION 

Aircraft landing gear [1] are subjected to loading regimes which vary significantly 
depending on the conditions of each landing.   These loads are costly to measure directly in 
real time. However, access to landing gear loading history would be beneficial for a number of 
reasons, enabling, for example, the potential of being able to switch to condition-based 
maintenance of the gear. 

In previous work, stationary Gaussian Process (GP) and neural network models [2,3] and 
switching GP and linear models [4] have been applied to aircraft flight test data to accurately 
predict certain loads on the gear. In these latter models, the model switching points occur within 
the measurement and load time-series and are automatically detected from the training data.  
The present study investigates the use of machine learning techniques to train classifiers to 
detect whether a landing belongs to a particular class of landing condition; for instance, 
whether it might be described as a hard landing.  As well as being of interest in itself – in that 
a landing gear that has undergone a hard landing can immediately be assessed for maintenance 
issues – the classification of landings in this way may enable the application of a decision 
process in which the loads in a gear are predicted using a model that is appropriate to the 
particular landing conditions experienced. 
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2 DATA 

Due to the difficulty in obtaining significant quantities of data from aircraft in real flight 
conditions, simulated data were used in this study.  Data were simulated using a flexible multi-
body dynamic model of the landing gear on a single aisle aircraft.  The simulation model was 
verified using landing gear drop test results.  

 
The simulation model required user choice of a number of parameters for each simulation; 

these included: initial (touchdown) values of descent rate (ft/sec), aircraft pitch angle (degrees), 
roll angle (degrees) and yaw angle (degrees).  The complete set of simulations available 
numbered 72 cases and included combinations of the parameters as shown in Table I. 

 

Variable Values 

Descent rate (ft/sec) 3.0 7.0 11.0 

Pitch angle (deg) 1.0 4.0 7.0 

Yaw angle (deg) 0.0 1.5 3.0 

Roll angle (deg) 0.0 -2.0 -4.0 
 

Table I: The values of initialisation parameters represented in the simulated datasets.  Taken in combination, 
these provided a good, though fairly sparse, coverage of the total flight condition envelope that pertains under 

realistic landing conditions. 

 

In order to train machine learning classifiers, the training data needed to be labelled with 
reference to which class each data point is a member of.  The labelling of each simulated 
landing case consisted of the set of values determining the simulation from those above, i.e. a 
set of four values, one for each of the initialisation parameters. 

Each simulation case contained 4240 data-points, representing the first 0.9 seconds after 
initial contact between aircraft and runway.  These were evenly subsampled in time down to 
424 data-points for this analysis.  Each of these data-points consisted of 49 elements which 
comprised measurements that could be taken on a real aircraft.  As well as the measurements 
in Table I, these included three-dimensional components of the acceleration of the aircraft 
centre of gravity and also the accelerations of numerous subcomponents of the aircraft, 
displacements between various positions on the landing gear, shock absorber travel and gas 
pressures, and wheel speeds. 

 

3 DIMESIONALITY REDUCTION 

In this analysis, as described later, the measurements were all considered in isolation from 
each other as the inputs to single input models.  Nevertheless, the 424 data-points in each 
landing case were still high-dimensional when considered as data vectors in their own right.  
Prior to training the classifiers, it was therefore necessary to reduce the dimensionality by 
extracting relevant features.  Two methods were investigated: principal component analysis 
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(PCA) [5] and neural network autoencoders [6].  The particular problem tackled was to reduce 
each 424-element vector to a 2-element vector, whilst still maximising the information 
retained.  An example selection of the original 424-vectors is shown in Figure 1. Figure 2 
shows representations of the features extracted by each of the two methods and Figure 3 gives 
six examples of the how the original traces can be recovered from their reduced feature 
representations.  The fidelity of the recovered time series was assessed by calculating the mean 
squared error (MSE) between the original and recovered versions, 

MSE = な4に4 ∑岫捲� − 検�岻態4態4
�=怠  

岫な岻 

where 捲�, and 検� were respectively the samples of the original and recovered traces. 
A summary of the recovery MSE results over all the 36 cases which were used to train the 

classifiers is shown in Figure 4.  From this figures it can be seen that the autoencoder 
consistently preserves more information than does the PCA approach.  This was not 
unexpected as PCA is a linear projection, while the autoencoder is nonlinear.  The autoencoder 
was therefore chosen as the method of dimensionality reduction in the further analysis. 

 
 

 
 

 
 

Figure 1: Plots of measurement signal versus time: the down-sampled (424 point) time series for a 
representative input, the lower bearing longitudinal acceleration for 36 cases (which is half of the total available 

cases). These 36 cases were used as the training cases as described later in the main text.  Each trace contains 
the measurement during the first 0.9 seconds after initial touchdown. 
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Figure 2: Measurement signal versus time. In the top panel above are the first two principal components of the 

traces shown in Figure 1.  The original traces can be approximated as a weighted combination of the two 
components.  The way the autoencoder worked is more subtle but the lower panel above shows the output 

functions when either of the hidden units in the autoencoder was fully activated with the other being inactive.  
They thus represent important features of the original traces that were learnt by the autoencoder. 

 

 
 

Figure 3: Measurement signal versus time. From the reduced dimensional feature representation, the original 
traces could be approximately recovered, as shown above.  A more accurate recovery meant that more of the 

information in the original trace was preserved in the feature representation. 
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Figure 4:  Plot of the PCA and autoencoder reconstruction MSEs for each case.  This shows that the nonlinear 
autoencoder consistently achieved more accurate recovery of the original traces. It was therefore chosen as the 

preferred means of feature extraction. 

 

4 CLASSIFICATION 

The main classification task was carried out using support vector machines (SVM) [5].    
SVMs are a versatile machine learning tool that can be applied to problems of regression and 
outlier detection as well as classification.  They are effective in high dimensional spaces and 
even where the number of dimensions exceeds the number of training samples.  Once an SVM 
model is trained, only a subset of the training points (the support vectors) are needed to 
calculate the class prediction for new data points.  This makes SVMs efficient in terms of 
memory and computation once trained.  Furthermore, the training of an SVM corresponds to a 
convex optimisation problem, so that any locally optimal values of model parameters is 
guaranteed also to be a global optimum.  A drawback of SVMs is that they do not provide class 
probabilities, only a single class prediction.  Whilst this was considered sufficient for the 
current study, other related methods, such as relevance vector machines will be investigated in 
future work. 

A description is now given of the procedure followed for classification of cases by initial 
descent velocity.   

1. Each simulated landing case was given a label derived from the value of initial descent 
velocity specified in the simulation algorithm for that case.  In particular, if the initial 
descent velocity was 3 ft/sec or 7 ft/sec the label was -1 and if it was 11 ft/sec the label 
was +1.  For the purpose of this study, those with label -1 were thus categorised as soft 
landings and those with label +1 as hard landings. 
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2. All the 72 cases were subsampled evenly, every 10th time point, to give data series that 
were 424 long.   

3. Half of the 72 cases were then chosen for training the SVM and half were reserved for 
validation.  This split was made arbitrarily by taking alternate cases for each subset. 

4. The first of the 49 measurements was chosen as the input variable for the autoencoder 
and SVM classification model in what follows. 

5. The 36 training cases were used to train an autoencoder, and all 72 cases where then 
passed through the encoder to give their reduced dimensional versions which, in this 
case, were two dimensional vectors 

6. The two-vectors and labels, -1 or +1, of the 36 training cases where then used to train a 
support vector machine. 

7. The two-vectors of the 36 validation cases were then passed through the SVM, yielding 
a class prediction value for each case.  If this value is negative, the case is classified as 
a soft landing, if positive, as a hard landing. 

8. These predictions are then compared against the known labels of the validation data to 
yield a misclassification rate. 
 

Steps 4-8 were repeated for each of the possible 49 measurements.  This enabled evaluation 
of which measurements are useful for the classification task.  The whole process, 1-8, was then 
repeated three further times, to classify (instead of for descent velocity) for aircraft pitch, 
aircraft roll and aircraft yaw. 

 

5 RESULTS 

The procedure outlined above resulted in the training of a total of 196 classification models, 
49 for each of the 4 classification targets.  Two representative classification results are shown 
for the classification of initial descent velocity in Figure 5 and 6.  Figure 5 illustrates one of 
the classification models which performed best for initial descent velocity.  The hard landing 
cases are clearly separable from the soft landings.  This is not surprising as a faster descent rate 
will require much faster deceleration in the vertical direction during the initial phase of the 
contact that is represented in the data.  Figure 6 illustrates one of the models that was less well 
able to classify accurately.  The input in this case was a lateral displacement measured on the 
main landing gear.  It is perhaps not surprising that a lateral displacement contained less 
information about initial vertical velocity.  It is encouraging, therefore, that even in this more 
challenging case, a fair degree of distinguishability was found between the hard and soft cases, 
even though they were not clearly separable. 

Figure 7 summarises the classification model results over the models with each of the 49 
candidate measurements as inputs and for each of the 4 classification targets.  It can be seen 
that initial descent velocity was fairly amenable to classification in this dataset with many of 
the models achieving 100% classification success.  The other classification targets proved more 
challenging with only one or two of the models achieving 100% success.  In the case of aircraft 
yaw angle none of the models achieved 100% success with only aircraft lateral acceleration 
producing a model with reasonable success (4 misclassified or 89% success). 
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Figure 5: Plot of cases in feature space. An example of a model that gave error free classification of cases by 
their initial descent velocity.  The input to the model was the main landing gear outer wheel center vertical 

acceleration.  In this case the separation of hard and soft landings was very clear. 

 
Figure 6: Plot of cases in feature space. An example of a model that gave relatively poor classification results 
for initial descent velocity.  The input to the model was main landing gear slider bottom lateral displacement.   
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Figure 7: Plots of misclassification count against model input, summarising the classification results for each of 
the 4 separate classification tasks.  Top left: Descent rate was classified with zero errors by 20 of 49 candidate 
inputs (one of these inputs is descent velocity itself which should be discounted).  Top right: Pitch angle was 

classified with zero errors only by the aircraft (AC) longitudinal velocity (when aircraft pitch itself is 
discounted).  Bottom left: Yaw angle could not be classified with zero error when yaw angle itself is not 

considered as a candidate. Aircraft lateral acceleration was the only reasonable classification variable with 4 
cases misclassified.  Bottom right: Roll angle was classified with zero error by two variables, aircraft vertical 

acceleration and aircraft vertical velocity, apart from roll angle itself. 

 

6 DISCUSSION 

The dataset available for this analysis contained 72 cases.  These gave a reasonable span of 
the normal envelope of landing conditions.  However, the cases were evenly spread over the 
four dimensions of the user chosen simulation parameters with the result that they were in 
effect quite sparse.  This had a double effect: on the one hand it may have increased the 
separability and thus ease of classification of some target / input combinations; on the other 
hand, for some combinations there may not have been enough data to train the models 
successfully.  Descent rate fell into the former category and yaw angle into the latter. 

Descent rate is the target that is of primary important for classification, since the detection 
of hard landings is clearly a worthwhile objective.  The inclusion of the other targets is to 
demonstrate the possibility of the method under more challenging conditions, such as may 
prevail when using flight test data instead of simulated data.  It should also be noted that in this 
initial study we have only considered models with a single input.  Further study will investigate 
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selection of larger subsets of inputs to build multi-input models which can extract more 
information from the training data including, for instance, the way that inputs may interact with 
each other in a nonlinear way. 

Another challenging extension of the work will be to attempt to classify when certain loads 
on the landing gear which are not routinely measured, exceed a certain threshold.  It is 
anticipated that this may not simply correlate, for instance, with initial descent velocity, but 
rather with non-trivial combinations of this with the roll, pitch and yaw.  Such abnormal 
loading events are also likely to occur during the ground maneuvering phase of the landing.  If 
the work is extended in this way, it would facilitate detection of possible abnormal loading 
events without the need for a full prediction of all loading time series. 

 

7 CONCLUSIONS 

Using simulated aircraft landing data, classifiers have been trained using neural network 
autoencoders for dimensionality reduction and support vector machines for data-based 
classification.  Within the scope of the available data, successful classification was performed 
to distinguish landing events where initial values of vertical descent velocity, aircraft pitch, 
and aircraft roll are at their maximum values relative to the complete set of values.  These 
results suggest it will be feasible to explore the detection of unusual landing events and 
associated landing gear loading events from flight test data when this becomes available. 
 

REFERENCES 

[1] Schmidt, R. K. and Sartor, P. (2009). “Landing Gear.” Encyclopaedia of Structural 
Health Monitoring. Edited by C. Boller, F.-K. Chang, and Y. Fujino. Wiley. 1983-1994. 

 
[2] Cross EJ, Sartor P, Worden K & Southern P (2013) Prediction of Landing Gear Loads 

from Flight Test Data Using Gaussian Process Regression. Structural Health Monitoring 
2013, vols 1 and 2 (pp 1452-1459) 

 
 [3] Cross EJ, Sartor P, Worden K & Southern P (2012) Prediction of Landing Gear Loads 

Using Machine Learning Techniques. Structural Health Monitoring 2012 (pp 1056-
1063) 

 
 [4] G.R. Holmes, V. Cokonaj, P. Southern, K. Worden, E.J. Cross, “Non-stationary models 

for predicting strain on aircraft landing gear from flight data measurements” in 
Proceedings of the International Committee on Aeronautical Fatigue and Structural 
Integrity (2015). 

 
[5] C.M. Bishop, “Pattern Recognition and Machine Learning (Information Science and 

Statistics)”.  Springer-Verlag New York, Inc. ISBN: 0387310738 (2006). 
 
[6] C.M. Bishop, “Neural Networks for Pattern Recognition”, Oxford University Press, Inc. 

ISBN: 0198538642 (1995). 
 


